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Abstract. Spotlight abstractions in verification focus on one specific component
in a parallel system while disregarding most information about the rest. Existing
spotlight abstractions are either based on over- or on underapproximations of the
parallel system, thus either preserving existential or universal properties. In this
paper we present three-valued spotlight abstractions for parallel systems which
preserve both existential and universal properties. We show correctness of the
abstraction technique as well as present a procedure for abstraction refinement.
The technique has been implemented on top of an existing three-valued model
checker. Experimental results show that our technique can outperform existing
predicate abstraction tools on certain classes of parallel systems.

1 Introduction

Abstraction techniques in verification have long been studied as a means for reducing
the complexity of model checking [1]. While early work focused on basically trans-
ferring the idea of abstract interpretation from program analysis [2] to model checking
[3], today predicate abstractions, elaborate means for finding predicates and refining
abstractions are in the focus of research. Several tools implement such abstraction and
abstraction refinement techniques (e.g. Blast [4], SLAM [5], MAGIC [6], ARMC [7],
SATABS [8]).

Spotlight abstractions are specific abstraction techniques for parallel systems, where
a ”spotlight” is set on certain processes and the remaining ones are kept in the ”shade”,
i.e. are only considered to a small degree. Spotlight abstractions are usually applied
to parametrized systems, consisting of an unknown number (encoded by a parameter)
of almost identical components, a typical representative being a mutual exclusion al-
gorithm for n processes. Counter abstraction [9] keeps one process precise while only
”counting” the number of processes which are at particular program locations (count-
ing being cut off at 2). Environment abstraction [10] in addition keeps predicates in the
abstraction relating variables of the one component to those of other components. The
term ”spotlight” has recently been coined by Wachter and Westphal [11], who show
that all these abstractions can be seen as an instance of canonical abstractions which
have been employed as an abstraction technique in shape analysis [12]. They apply their
canonical abstractions on car platoons with an unknown number of (identical) cars.
In this paper, we apply the spotlight principle to a different class of parallel systems.
Instead of assuming (almost) identity of parallel components, we allow for arbitrary
compositions (but fixed, not parametric), and instead of treating properties talking about
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all processes, we specialize to local properties of individual processes. Starting with a
given parallel system (with shared variables) and a temporal logic property for a specific
component Ci, we try to verify the property by considering as few other components as
possible. Thus our first abstraction only contains an abstracted version of Ci. Once we
find that the property cannot be proven on this abstraction of Ci alone, we gradually re-
fine the abstraction by either adding new predicates to the abstraction of Ci, or adding a
new component possibly influencing Ci. As a first example, consider the simple parallel
program of Figure 1.

int x1 = 1; int x2 = 1; int x3 = 1;

while (x1 > 0) while (x2 > 0) { while (x3 > 0) {
x1 = x1 - 1; x1 = x1 - 1; x2 = x2 - 1;

END: x2 = x2 - 1; x3 = x3 - 1;
} }

(1) (2) (3)

Fig. 1: Program CHAIN3

In this program we have a chain of dependencies among the processes due to the three
variables. When checking for a property like AF (pc1 = END) (i.e., check whether the
program location END in component 1 is always reached, assuming fairness), our ap-
proach constructs the following abstractions (given in Figure 2). The first abstraction
(a) would consider component (1) alone with no predicates. Components (2) and (3)
are summarized into one component, infinitely passing through a loop. A first analysis
reveals that we need to add the predicate (x1 > 0) to the abstraction of component (1)
as to determine termination of the loop (giving abstraction (b)). Since x1 is a shared
variable, the abstraction of (2) and (3) is changed as to incorporate a possible but un-
known change (denoted by *) of predicate (x1 > 0). On this abstraction we still cannot
determine termination of the loop, since it is not clear whether x1 > 0 eventually be-
comes false. The next two abstractions thus first add another predicate (x1 > 1) and
then component (2) (steps (c) and (d)). On this final abstraction we are able to prove
validity of the above property (under the reasonable fairness assumption that every pro-
cess eventually makes progress), even without determining whether the loop in (2) is
actually executed. Thus variables x2 and x3 as well as component (3) never have to be
considered. The same effect happens for all programs CHAINn (with n components and
n variables xi), i.e. independent of the number of processes, property AF(pc1 = END)
can be proven with two components in the spotlight and two predicates only.

In contrast to almost all other spotlight abstractions, we use three-valued abstrac-
tions for our approach, thereby being able to preserve both existential and universal
properties. Many-valued model checking techniques [13,14] verify properties of par-
tial Kripke structures. Partiality may refer to both transitions and atomic propositions.
In a three-valued setting, transitions can be present (true), not present (false) or simply
unknown (⊥), the same principle applies to atomic propositions. Such partiality may
arise out of inconsistent specifications, unknown sub-components in systems or - as in
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(x1>0) = true;

while (*) while (true)
{ } { }

END:

while (x1>0) while (true)
{(x1>0) = (x1>0)?*:false;} {(x1>0)=*;}

END:

(a) (1) (2, 3) (b) (1) (2, 3)

(x1>0) = true; (x1>1) = false;

while (x1>0) while (true)
{(x1>0) = (x1>1) ? true : false, {(x1>0),(x1>1) = *,*;}
(x1>1) = (x1>1) ? * : false;}

END:

(c) (1) (2, 3)

(x1>0) = true; (x1>1) = false;

while(x1>0) while(*) while(true)
{(x1>0) = (x1>1)?true:false, {(x1>0) = (x1>1)?true:false, { }
(x1>1) = (x1>1)?*:false;} (x1>1) = (x1>1)?*:false;}

END:

(d) (1) (2) (3)

Fig. 2: Abstractions (a) to (d)

our case and alike [15] - imprecisions due to abstraction. Model checking techniques for
partial Kripke structures have already intensively been studied, a BDD- (MDD-)based
model checker for arbitrary many-valued Kripke structures is χChek [16]. The use of
partial Kripke structures as abstractions has the advantage of preserving both existen-
tial and universal properties (given an appropriate abstraction): The outcome of a model
checking run on a partial Kripke structure can be true, false or ⊥. In three-valued ab-
stractions both true and false results can be transferred to the original system, only the
⊥ result necessitates abstraction refinement.

In this paper, we employ three-valued Kripke structures for our spotlight abstrac-
tions. We show that our abstractions give us a completeness preorder relation [17] be-
tween full and abstracted system (preserving fairness), thus guaranteeing the preserva-
tion of full CTL properties. We furthermore develop a technique for abstraction refine-
ment which either adds further predicates to the components currently in the abstraction,
or a new component. The approach has been implemented on top of the model checker
χChek and we report on promising results.

2 Basic Definitions

We start with a brief introduction to partial Kripke structures and the interpretation of
temporal logic formulae on them. Partial Kripke structures will be the semantic domain
of our abstracted programs. For the abstractions that we present here, we only need
three-valued Kripke structures; extension to arbitrary many values can be found in [14].
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In a three-valued Kripke structure an atomic proposition or transition can not only
be present or absent, but also unknown (Fig. 3(b)). The logical basis for this is Kleene
logic [18]. Kleene logic 3 := {true, f alse,⊥} extends classical logic 2 := {true, f alse}
by a value ⊥ standing for “unknown”. A truth order “v” (with f alse v ⊥ v true) and
an information order “≤” (with ⊥ ≤ true, ⊥ ≤ f alse and true, f alse incomparable)
are defined on 3 and shown in Fig. 3(a). Conjunction is defined by a ∧ b := min(a, b)
and disjunction by a ∨ b := max(a, b) where min and max apply to the truth order v.
The negation is defined as ¬true := f alse, ¬ f alse := true and ¬⊥ := ⊥. Note that the
operations ∨,∧,¬ applied to true and f alse have the same meaning as in 2.

(a) Three-valued Kleene logic

Fig. 3.

(b) Three-valued Kripke struc-
ture with atomic propositions
AP = {p, q}

~EGp�(. . .) = ⊥, t,⊥
~AGp�(. . .) = ⊥, f , f
~E[pUq]�(. . .) = ⊥, t,⊥
~A[pUq]�(. . .) = ⊥, f , f

(c) CTL formulae valuated
in the upper 3 states of the
structure in Fig. 3(b)

A three-valued Kripke structure is a classical Kripke structure where all occurrences of
classical logic 2 are replaced by 3. The other way round, a classical Kripke structure is
a three-valued Kripke structure where no ⊥ occurs. In the following, whenever we just
talk about Kripke structures, the three-valued case is meant.

Definition 1 (Three-Valued Kripke Structure). Given a nonempty finite set of atomic
propositions AP, a three-valued Kripke structure is a 3-tuple (S ,R, L) where

– S is a set of states,
– R : S × S → 3 is a total1 three-valued transition relation and
– L : AP×S → 3 is a three-valued function labeling states with atomic propositions.

For specifying properties of programs we use computation-tree logic (CTL) [19].

Definition 2 (Syntax of CTL). Let AP be a set of atomic propositions. The syntax of
CTL is given by the following grammar:

ϕ ::= p | ϕ ∨ ϕ | ϕ ∧ ϕ | ¬ϕ | EXϕ | AXϕ | EFϕ | AFϕ | EGϕ | AGϕ | E[ϕUϕ] | A[ϕUϕ]

where p is an atomic proposition of AP.

In the classical setting, a function ~·�(·) : CT L × S → 2 tells us whether a formula holds
in a given state or not, and is defined inductively over the structure of a formula. Let

1 Here total means that for any s ∈ S there is an outgoing transition, i.e. there exist t ∈ S with
R(s, t) , f alse
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Πs =
{
(s0, s1, s2, . . .) ∈ S N | s0 = s and ∀i≥0: R(si, si+1) , f alse

}
be the set of all paths

starting in s ∈ S , and for a path π, the i-th state is denoted as πi. Then for instance
“there exists a path such that ϕ holds until ψ” is formally defined as:

~E[ϕUψ]�(s) := ∃π ∈ Πs: ∃k ≥ 0: ~ψ�(πk) ∧ ∀i < k: ~ϕ�(πi)

For three-valued structures, the interpretation is extended in such a way that it stays con-
sistent with the classical setting if no ⊥ is used. This is achieved by replacing universal
quantifiers with conjunction and existential quantifiers with disjunction. Furthermore,
the truth values of the transitions on the path have to be taken into account2.

Informally, an E-formula is true if the subformula holds on at least one path without
⊥-transitions. The reason for excluding paths with ⊥-transitions is that it is unclear
whether they really exist. Therefore paths with ⊥-transitions may only contribute f alse
or⊥ to the truth value. Analogously, for an A-formula paths with⊥-transitions may only
contribute true or ⊥. To achieve this, one needs the transition value on the path from π0
to πk, i.e. Rk(π) :=

∧
0≤i<k R(πi, πi+1). In the following we define the interpretation only

for a subset of CTL, the remaining operators can be derived by the usual dualities.

Definition 3 (Three-Valued Interpretation of CTL). Let AP be a set of atomic propo-
sitions and K = (S ,R, L) a three-valued Kripke structure over AP. The interpretation
function ~·�(·) : CT L × S → 3 with respect to K is inductively defined on the grammar
of a CTL-formula:

~p�(s) := L(p, s) for p ∈ AP ~ϕ ∧ ψ�(s) := ~ϕ�(s) ∧ ~ψ�(s) ~¬ϕ�(s) := ¬~ϕ�(s)

~EXϕ�(s) :=
∨
π∈Πs

(
R1(π) ∧ ~ϕ�(π1)

)
~EGϕ�(s) :=

∨
π∈Πs

∧
k≥0

(
Rk(π) ∧ ~ϕ�(πk)

)

~E[ϕUψ]�(s) :=
∨
π∈Πs

∨
k≥0

Rk(π) ∧
(
~ψ�(πk) ∧

∧
0≤i<k

~ϕ�(πi)
)

If K is not clear from the context, the interpretation function is denoted as ~·�K(·)

For some properties it will be necessary to assume some kind of fairness between paral-
lel processes, e.g. that every process will eventually progress. To this end, we extend the
definition of three-valued Kripke structures with fairness and adapt the interpretation of
CTL formulae to fair Kripke structures.

Definition 4 (Fair Three-Valued Kripke Structures). A fair three-valued Kripke
structure is a 4-tuple (S ,R, L,F ) where S , L and R are as before and additionally a
set of fairness constraints F ⊆ P(R−1({true,⊥})) is given, where each constraint is a
set of non-false transitions.

2 Using the classical logic for any π ∈ Πs we have that R(πi, πi+1) = true, and therefore all
requirements for R in Def. 3 are consistent with but also redundant for the two-valued case.
Also, notice that with Def. 3 the condition R(si, si+1) , f alse is no longer needed in Πs.
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The fair interpretation of CTL formulas then requires all considered paths to be fair, i.e.
to infinitely often take a transition from every set in F .
Next, we take a look at our programs. We model programs as control flow graphs with
operations similar to Dijkstra’s guarded commands. In most cases we also give the
programs as pseudocode (like in the introduction) assuming the translation to a control
flow graph is clear. The definitions are taken with slight changes from [15] but extended
with parallel composition.

Definition 5 (Operations). Let Var = {v1, . . . , vn} be a set of variables. The set of
all operations Ops on these variables consists of all statements “assume(e) : v1 :=
e1, . . . , vn := en”, where e, e1, . . . , en are expressions over Var.

The “assume”-part is often omitted, namely when the guard is true. As an example,
x1=x1-1 stands for assume(true) : x1 := x1 − 1. Operations appear as labels of transi-
tions in control flow graphs, often only either as guard or as variable assignments. CFGs
for the parallel components from the program of the introduction are given in Fig. 4.

Definition 6 (Programs as Control Flow Graphs (CFG)). A CFG is a structure G =
(Loc, δ) where Loc is a finite set of locations, and δ : Loc × Loc → 2 is a transition
relation. A program is modeled by a labeled CFG Prg = (Loc, δ, τ), where τ labels each
edge of the CFG G with one operation of Ops.

Fig. 4: CFGs for CHAINn. The numbering of nodes is according to line numbers in the programs.
Hereby “END” (and later also “E”) denotes the last line. “xi > 0” is short for “assume(xi > 0)”.

We denote by Var(Prg) the set of all program variables, and by LVar(Prg) ⊆ Var(Prg)
the set of all variables that occur on the left-hand-side in an operation of Prg, i.e. all vari-
ables that might be changed by a program. If several programs Prgi, i from some index
set I, are composed into a parallel program ||i∈I Prgi, this simply results in the product
graph of all CFGs (PCFG), where at each combined location (l1, . . . , ln) ∈

�
i∈I Loci

one transition from a component is non-deterministically chosen and taken. Each tran-
sition is furthermore labeled with the component program it belongs to, i.e. the transi-
tion relation δ is a function Loc × I × Loc → 2 and the operations given by τ function
Loc×I×Loc→ Ops. The definition is straightforward and due to lack of space omitted.

The programs, viz. PCFGs, are next equipped with a semantics in terms of (so far)
two-valued Kripke structures. To this end, we have to define valuations of variables. For
any set of typed variables Var, let S Var be the set of all possible states, i.e. the set of all
type-correct valuations of variables. For any state s ∈ S Var and any expression e over



112 Jonas Schrieb, Heike Wehrheim, and Daniel Wonisch

Var, s(e) denotes the valuation of the expression in state s. The Kripke structure corre-
sponding to a program is the result of combining the PCFG with program states. There
is a transition between two states if we have a transition between the corresponding
locations in the PCFG and the corresponding operation is consistent with the change of
program state. The fairness constraint consists of sets each one containing all transitions
caused by the same program component, i.e. a path is fair if all components eventually
progress. Note that we explicitly add atomic propositions of the form pci = k, for k a
location in a component CFG.

Definition 7 ((Parallel) Programs as Kripke Structures). Let Prg be the parallel
program given by 〈Loc, δ, τ〉 :=

f
i∈I Prgi, and P a set of quantifier free predicates over

the program variables. The corresponding Kripke structure is KP(Prg) over AP = P ∪
{“pci = x” | i ∈ I, x ∈ Loci} with:

• S := Loc × S Var(Prg)

• R(〈l, s〉 , 〈k, t〉) :=
∨

i∈I

(
δ(l, i, k) ∧ s(e) ∧ t(v1)= s(e1) ∧ . . . ∧ t(vn)= s(en)︸                                                                ︷︷                                                                ︸

=:Ri(〈l,s〉,〈k,t〉)

)
assuming that τ(l, i, k) is “assume(e): v1 := e1, . . . , vn := en”

• L(p, 〈l, s〉) := s(p) for any p ∈ P

• L(pci = x, 〈l, s〉) :=

true if li = x
f alse else

where li is the location of Prgi in tuple l

• F :=
{
R−1

i ({true,⊥})
}
i∈I

for each Prgi: one constraint that
contains all transitions caused by Prgi

Last, we need to define syntax and semantics of abstracted programs. Here, we also
follow standard approaches for predicate abstraction (e.g. [15,20] using boolean pro-
grams. Boolean programs are very much alike normal programs, viz. CFGs, except that
instead of variables we have predicates (over variables) and thus assignments are not
to variables but to predicates. In a program state, a predicate can be true, false or - in
our case - ⊥. For a given set of predicates P, the state space is thus 3P. The boolean
operations BOps appearing as labels of the CFG thus naturally are of the form

assume(pe) : p1 := pe1, . . . , pm := pem

where pi ∈ P. The expressions on the right-hand-side often take the form choice(a, b)
for boolean expressions a, b with the following semantics:

s
(
choice(a, b)

)
=


true if s(a) is true
f alse if s(b) is true
⊥ else

The same abbreviations as for non-boolean operations are allowed. Additionally, ⊥ is
short for choice( f , f ), ¬choice(a, b) means choice(b, a) and any boolean expression e
can be written instead of choice(e,¬e). The expression “(x1>0) ? *:false” in the
introduction for instance is translated into choice( f alse,¬(x1 > 0)), as it becomes f alse
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if and only if ¬(x1 > 0) is true and its value is unknown in any other case. Particularly,
there is no case where the expression may become definitely true and therefore the first
argument of the choice operator is f alse.

(Parallel) boolean programs are thus simply (P)CFGs labeled with operations from
BOps. We will denote boolean programs by BPrgi instead of Prg and the index set
for parallel processes by BI instead of I. The Kripke structure semantics for boolean
programs follows those for ordinary programs except for the fact that we might now
both have ⊥ as value for predicates as well as as a label for transitions, i.e. states are
from Loc × 3P and transitions get ⊥-labels if the assume-condition evaluates to ⊥.

Boolean operations are used to approximate the operations of non-boolean pro-
grams. This is the basis of predicate abstraction and will shortly be explained next.
Predicate abstraction is then combined with spotlight abstraction which in addition ab-
stracts away from components in the parallel composition.

As an example for approximation of operations, take from our concrete program of
the introduction the assignment x1 := x1 - 1 .

– For P = {p1 ≡ x1 > 0, p2 ≡ x1−1 > 0}we have that p2 is a weakest precondition of
p1 with respect to the assignment, i.e. if p2 was true beforehand, then afterward p1
is true, and if ¬p2 was true beforehand, then p1 becomes f alse. Thus the operation
can be approximated by “p1 := choice(p2,¬p2)”.

– Another situation already occurred in the introduction where we had the case that
P = {p1 ≡ x1 > 0}. With predicates only from P, there is no possibility to express
a condition for p1 to become true after the assignment, but if ¬p1 was true before-
hand, then p1 stays f alse. Here we thus need to approximate the assignment by
“p1 := choice( f alse,¬p1)”.

A partial boolean expression pe = choice(a, b) approximates a boolean expression e
(denoted as pe � e), if a logically implies e, and b logically implies ¬e. The approx-
imation is extended to operations by: “assume(pe) : p1 := pe1, . . . , pm := pem” �
“assume(e) : v1 := e1, . . . , vn := en” iff pe � e and pei � wpop(pi), where wpop(pi)
is the weakest precondition of the predicate pi with respect to the parallel assignment
v1 := e1, . . . , vn := en (abbreviated as op). A sequential boolean program BPrg then
approximates a program Prg if they have isomorphic CFGs and the operations in BPrg
approximate the corresponding ones in Prg.

3 Spotlight Abstractions

Boolean programs are helpful in cutting down the state space by reducing the infor-
mation about program data in each state. Spotlight abstraction tackles another issue
specifically occurring in parallel programs: the behavior of a large number of processes
may be irrelevant for the property to be checked yet they might appear in the abstrac-
tion if they influence the value of predicates. The idea behind spotlight abstraction is
to divide processes into two groups. The ones in the spotlight are examined in detail –
each of these processes will be abstracted by its own boolean program. The others are
almost left out: together, they are all summarized into one “shade” process BPrg⊥ con-
sisting of only one continuously executed operation that approximates all operations
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from the left-out processes simultaneously. This operation simply sets all predicates
which depend on variables that might be changed by left-out processes to “unknown”.

The parallel composition of processes in spotlight and BPrg⊥ will then be model-
checked. If in this model-checking run a left-out process turns out to be necessary, it
joins the processes in the spotlight (by means of abstraction refinement). Alike other
approaches, we use the counterexample generated by the model checking run to refine
our abstraction. Similar to the work in [17,15] on multi-valued abstractions, we are able
to transfer both definite results (true and f alse) from the abstraction to the original
system for any CTL-formula.

Given a parallel program Prg :=
f

i∈I Prgi, a CTL-property ϕ and an initial set of pro-
cesses Init ⊂ I (e.g. all processes occurring in ϕ), we proceed as follows:

1. spotlight := {Prgi}i∈Init, P := { all predicates over Var(Prg) occurring in ϕ }
2. While no definite answer is found:

3. Build the spotlight abstraction with focus only on processes in spotlight.
4. Model-check ϕ in the (much smaller) abstraction.
5. If ϕ is true or f alse in the abstraction, output this as result for Prg and stop,
6. else, use a counter-example for refinement resulting in either an additional

predicate p < P or an additional component Prgi < spotlight
7. spotlight := spotlight ∪ {Prgi}, P := P ∪ {p}

For the program CHAIN3 of the introduction, we let Init := {1} since the property
AF(pc1 = END) is local for process 1. The set of predicates is P = ∅. The spotlight
abstraction in the above procedure is constructed according to the following definition.

Definition 8 (Spotlight Abstraction of Parallel Programs). Let Prg :=
f

i∈I Prgi be a
parallel program and BPrg :=

f
i∈BI BPrgi a parallel boolean program with predicates

P = {p1, . . . , pm} and BI ⊂ I ∪̇ {⊥} the set of processes in the spotlight plus possibly the
shade process. BPrg approximates Prg iff

– for every i ∈ BI \ {⊥}: BPrgi approximates Prgi.
– BI = I or I \ BI , ∅, ⊥ ∈ BI and BPrg⊥ is a CFG with Loc⊥ = {⊥} and a

single loop labeled with p′1 := ⊥, . . . , p′s := ⊥ where {p′1, . . . , p′s} ⊆ P is the subset
of all predicates depending on variables from

⋃
i∈I\BI LVar(Prgi), i.e. depending

on variables that might be changed by parallel components not in spotlight.

The PCFG of the spotlight abstraction of program CHAIN3 with spotlight = {Prg1}

(i.e. BI = {1,⊥}) and predicates P either ∅, {(x1 > 0)} or {(x1 > 0), (x1 > 1)}, is given in
the left of Figure 5 (see page 116), its Kripke semantics can be found in the right part.

The Kripke structure semantics for spotlight abstractions follows those of boolean
programs except for one point: besides the predicates in P we also have atomic propo-
sitions of the form pci = k (component i is at location k). For processes not in the
spotlight, i.e. i ∈ I \ BI, the valuation of pci = k is always ⊥. This reflects the fact that
we do not know at which location processes not in the spotlight might be.

Of course, we would like to transfer model-checking results from spotlight abstrac-
tions to the original program. In [17], a completeness preorder is defined between three-
valued Kripke structures, and it is proven that if some property is true/ f alse in some
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Kripke structure, then this also holds in any corresponding state of any more complete
Kripke structure. In our proof, we establish a completeness relation between a concrete
program and its spotlight abstraction that satisfies some slightly stronger properties than
required by [17]. Unfortunately, we cannot apply their theorem, as it does not consider
fair semantics as needed here. Instead, we give a direct proof which is however close to
their work. In this proof we use the strengthened properties in our completeness relation
to preserve our specific fairness constraints from definition 7.

The following theorem relates the model checking results of concrete and abstracted
program for corresponding states. A concrete state 〈lc, sc〉 and an abstract state 〈la, sa〉

are said to correspond to each other if the labeling of the concrete state is always “more
definitive” than that one of the abstract state. If LA and LC are two labeling functions
over the same atomic propositions AP, we write LA(qa) ≤ LC(qc) for being “more
definitive” if ∀p ∈ AP : LA(p, qa) ≤ LC(p, qc)3.

Theorem 1. Let Prg =
f

i∈I Prgi be a parallel program and BPrg =
f

i∈BI BPrgi a
boolean abstraction using predicates P = {p1, . . . , pm}. Furthermore, let KP(Prg) =
(S C ,RC , LC ,FC) be the concrete Kripke structure and KP(BPrg) = (S A,RA, LA,FA) the
abstract one. Then for any two states 〈lc, sc〉 ∈ S C and 〈la, sa〉 ∈ S A with LA(〈la, sa〉) ≤
LC(〈lc, sc〉) and for any CTL-formula ϕ over the predicates in P or program locations
the following holds with respect to (fair) interpretation:

~ϕ�KP(BPrg)(qa) ≤ ~ϕ�KP(Prg)(qc)

Proof. The proof is given in Appendix A.

Hence any “definite” result (true or false) obtained on the abstraction holds for the
concrete program as well.

4 Abstraction Refinement

In this section we present our approach to refining the abstraction based on a given
counterexample. For some state s and a CTL-formula ϕ with ~ϕ�(s) =: ⊥, a three-
valued counterexample is a finite subtree of the computation tree that explains why ⊥
holds [21]. In practice, a model-checker like χChek [16] outputs only a single branch
in this counterexample representing an execution path on which ϕ is ⊥. In this branch,
there must exist at least one ⊥-transition or a state with an atomic proposition labeled
with ⊥ causing4 the ⊥-value of the path. If there exist several, then an arbitrary (e.g. the
first that is found) may be chosen. To extract a new predicate or a new component for
spotlight, we proceed as follows:

3 Since the program counters are part of the atomic propositions and are either true or f alse
for all processes in spotlight, in corresponding abstract and concrete states these processes are
always at the same program location.

4 We do without a formal definition for causing the ⊥-value. Instead, we give a brief example.
Consider a Kripke structure with two states (p = ⊥, q = true)

⊥
−→ (p = true, q = ⊥) and the

CTL formula ϕ = EX(p ∧ q) which is evaluated in the first state. Clearly, the ⊥-transition as
well as q = ⊥ in the second state cause the ⊥, but p = ⊥ in the first state doesn’t.
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(a)

(b)

(c)

Fig. 5: PCFGs and Kripke semantics for the abstractions (a) to (c) of the example program (for
those of (d) see Appendix B). Transitions caused by BPrg⊥ are indicated by dashed lines.

1. One reason for the path to become ⊥ might be a ⊥-transition from some state s
to s′. This can only be due to the assume condition of the corresponding boolean
operation being ⊥ in s. There are two cases to distinguish:
(a) If the assume condition e of the corresponding concrete operation is already

contained in the set of predicates, then e is ⊥ in s and we continue with step 2.
(b) Else we use e as new predicate.

2. The other reason might be a predicate p that is ⊥ in some state s. Let s̃ be the last
predecessor of s, where p was true or f alse and s̃′ the direct successor of s̃. There
are three cases to distinguish:
(a) The transition between s̃ and s̃′ is due to an operation op of a process in spot-

light, and the weakest precondition wpop(p) is already contained in the set of
predicates. Then wpop(p) is ⊥ in s̃ and we further backtrack with step 2.

(b) The same, but wpop(p) is not yet contained in the set of predicates. Then we
use wpop(p) as new predicate.

(c) If the transition is due to an operation of BPrg⊥, then output one arbitrary (e.g.,
the first that has been found) process writing on variables occurring in p. This
process will be added to the spotlight.

After every such step we reach an abstraction for which Theorem 1 holds. To illus-
trate the strategy we consider our example (see Fig. 1) and the CTL-formula ϕ ≡
(AF pc1 = END). The four steps are already given in pseudocode in figure 2. Here we
will show their Kripke semantics (see Fig. 5) and how the refinement works on it.
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(a) ϕ only contains an atomic proposition concerning the program counter of the first
process and no predicates over any variables. So we start with spotlight = {1} and
P = ∅. The corresponding Kripke structure is shown in figure 5a. If we examine the
counterexample s1 → s2 → s1 → . . ., the cause for ⊥ is the transition from s1 to
s2. Via step 1.b we get the new predicate p1 ≡ x1 > 0.

(b) The Kripke structure for spotlight = {1} and P = {p1 ≡ x1 > 0} is shown in figure
5b. If we examine the counter-example s1 → s2 → s3 → s4 → s3 → . . ., the cause
for ⊥ is the transition from s3 to s4. Since the corresponding assume condition is
already a predicate (step 1.a) we go on with step 2. With s̃ = s2 and s̃′ = s3, we get
the new predicate p2 ≡ x1 − 1 > 0 via step 2.b.

(c) The Kripke structure for spotlight = {1} and P = {p1 ≡ x1 > 0, p2 ≡ x1 − 1 > 0}
is shown in figure 5c. If we examine the counter-example s1 → s2 → s3 → s4 →

s3 → . . ., the cause for ⊥ is the transition from s4 to s3. Since the corresponding
assume condition is already a predicate (step 1.a), we go on with step 2. With s̃ = s2
and s̃′ = s3, we add process 2 to the spotlight because of step 2.c.

(d) The Kripke structure for spotlight = {1, 2} and P as in (c) still has several ⊥-
transitions due to the abstraction (see Appendix B). Nonetheless, under fair seman-
tics the model-checker returns ~AF pc1 = END�(s1) = true. Due to theorem 1, we
can transfer this property to the original program and stop refinement.

5 Experimental Results

We have a prototype implementation of our spotlight abstraction and abstraction refine-
ment technique, called 3Spot, which works on top of the multi-valued model checker
χChek [16]. Our tool reads in a parallel program (in a simple C-like syntax), constructs
its abstraction (using Z3 as prover) and builds an MDD of the partial Kripke structure
which is given to χChek. The model checker then returns true or false (which is im-
mediately reported to the user) or a counter-example as a witness for a ⊥ result. The
counter-example is next analyzed and abstraction refinement proceeds as explained be-
fore. While supporting almost all control structures of the C language, we currently
only support int, bool, and mutex as data types (i.e. no arrays, no pointers).

We have experimented with a number of case studies to test our approach. As ex-
pected, on sequential programs our tool cannot compete with other abstraction refine-
ment model checkers like BLAST [4], SATABS [8], and ARMC [7] since we so far have
spent no effort at all in optimizations. The difference becomes visible when checking
parallel programs with respect to local properties.

In the following we compare our implementation 3Spot with SATABS and ARMC
using different case studies. While SATABS does provide built-in functionality to check
parallel programs, we simulate parallel programs in ARMC by adding program counter
variables for all processes and simply treating them as data. Another option would have
been to compute the product CFG and then use the single special program counter
variable that ARMC allows. Our conjecture is, however, that ARMC would then run
much slower on our examples. For our comparison we have preferred ARMC over –
for instance – BLAST because the input format used in ARMC (transition constraints)
allows us to easily encode program counters as data5.

5 The data race checker of BLAST [22] is no longer available in the current releases.
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Table 1 shows the results of our benchmark. We ran the tests on a 3GHz Pentium
4 Linux system (Debian etch) with 1GB memory (Satabs, ARMC) and on a 3GHZ
Pentium 4 Windows system (Windows XP) with 1GB memory (3Spot) respectively.
Since some test runs took very long we stopped them after at most 2.5 hours.

As first case study we used CHAINn, the generalized version of the introductory
program CHAIN3, and tried to verify AG (pc1 = END ⇒ (x1 ≤ 0))6. Although our im-
plementation only needs to take two processes into the spotlight, ARMC’s performance
is almost as good as the performance of 3Spot. Interestingly, the technique to model
program counters as data allows ARMC to pick only the program counters of interest
as predicates. So in this case ARMC only considers the program counters of process 1
and process 2 while ignoring all the other processes. This allows ARMC to be as fast
as 3Spot for small n and to be significantly faster than SATABS in this example. Still,
when using large values for n like e.g. n = 100 (last row) 3Spot can take advantage of
the fact that it can ignore whole processes, while ARMC has to consider each operation
separately and in particular has to compute the abstraction of the operation.

In addition to heterogeneous programs like CHAINn, we have looked at uniform
parallel programs, in particular those using semaphores for synchronization. To be able
to efficiently treat such programs without needing to incorporate all components, we
have developed a specific abstraction technique for semaphores.

A semaphore is modeled as an integer variable v ∈ {−1, . . . , n} indicating which
process locks it (v = −1 if none). Process i may acquire v by “assume(v = −1) : v := i”
and release v via “assume(v = i) : v := −1”. Using the technique described above,
processes not in spotlight could “maybe” release locks of processes in spotlight, as the
⊥-process repeatedly sets “(v = −1) := ⊥”. We avoid this problem by changing this
assignment to “(v = −1) := choice( f alse,¬(v = −1))”. This means, if a semaphore is
free or “maybe” locked the ⊥-process can do anything with it (i.e. (v = −1) is set to ⊥),
but a definitely locked semaphore will never be released (i.e. (v = −1) remains f alse).
One can prove a modified version of theorem 1, where the possible initial states qa

and qc are slightly restricted (see Appendix C). This enables us to get model checking
results without having to look at all processes only because they share a semaphore.

As an example consider the following program MUTEXn: n processes all consisting
of the code “while(true){NC:skip; acquire v; CS:skip; release v}”. For
simplicity in this example, all processes are uniform, switching between a non-critical
section NC and a critical section CS, where the latter is guarded by a semaphore v. Of
course, the sections NC and CS may look very different in real-world programs, making
this example also heterogeneous.

We used MUTEXn as second case study in our benchmark and checked the CTL-
formula AG¬(pc1 = CS ∧ pc2 = CS). Thus, in this case study we try to verify that
our use of semaphores indeed ensures that process one and process two may not enter
the critical section at the very same time. The idea behind this is that process one and
process two may share a resource r we are interested in, while the other processes may
share other resources with process one and two we are not interested in at this moment,
but that cause the need of a semaphore for all processes instead of only one and two.

6 We did not check the liveness property AF (pc1 = END) because it can not be (directly) ex-
pressed in SATABS and ARMC.
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As for the results, 3Spot clearly outperforms ARMC in number of predicates gen-
erated and time needed (see table 1). Unfortunately, we were not able to verify this
program with SATABS because the pthread library used for semaphores in SATABS
and that provided with the Linux distribution on our test system were different and thus
we could not test the semaphore feature in SATABS.

For our last case study we implemented Dijkstra’s mutual exclusion algorithm [23]
and tried to verify AG¬(pc1 = CS ∧ pc2 = CS), i.e. the same property as for MUTEXn

but using a mutual exclusion algorithm rather than a build-in semaphore. Although
we are not able to take advantage of our specific abstraction technique for semaphores
in this case we still only need to take the first two processes into the spotlight. This
allows us to again be faster than both SATABS and ARMC, even though the overall
performance is worse than for MUTEXn (see table 1).

3S S A
n processes predicates time predicates time predicates time

C 2 2 2 0.53s 9 7.02s 5 0.09s
3 2 2 0.55s 21 66.6s 5 0.11s
4 2 2 0.56s 32 17.8m 5 0.15s
5 2 2 0.56s ? > 2.5h 5 0.18s

100 2 2 0.66s ? out of memory 5 22.1s
M 7 2 1 0.50s (*) (*) 17 1.71s

12 2 1 0.50s (*) (*) 27 9.31s
17 2 1 0.52s (*) (*) 37 32.6s
50 2 1 0.56s (*) (*) 103 29.0m
100 2 1 0.59s (*) (*) ? > 2.5h

D 2 2 2 0.88s 5 3.35s 50 29.9s
3 2 3 1.44s 6 43.6s 59 350s
4 2 4 2.51s 6 252s 66 20.5m
5 2 5 5.50s 8 65.8m 72 53.0m
6 2 6 16.4s ? > 2.5h ? > 2.5h
7 2 7 190s ? > 2.5h ? > 2.5h

Table 1: Benchmark results of 3S in comparison to S and A. (*): No results, because
the built-in semaphores used by S were not available on our test system.

6 Conclusion

In this paper we have introduced a specific predicate abstraction technique for parallel
programs. We have been interested in verifying local properties of components, which
can - because of shared variables of components - however be influenced by other com-
ponents. This gave rise to particular spotlight abstractions, focusing on a set of com-
ponents while completely omitting others. Due to the use of a three-valued setting, we
obtain abstractions that preserve both existential and universal properties thus only ne-
cessitating abstraction refinement when the result of a verification run is ”unknown”.
While using CTL as a logic for specifying properties here, we conjecture that – similar
to [17] – the same result also holds for the mu-calculus. We have furthermore shown
how abstraction refinement for spotlight abstractions proceeds, either adding new pred-
icates or further components. The technique has been implemented on top of an existing
three-valued model checker and shows promising results.
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Related work. Our work is connected to other approaches in a number of ways. The
work closest to us is that in [15] and [17] which introduce many-valued abstractions.
From [17] we have taken the idea of showing a completeness order (here extended
with fairness) between original and abstracted system as to preserve full CTL prop-
erties. From [15] (and from [20]) we have taken most of our notations for describing
programs and their abstractions. The particular definition of abstraction differs from
[15]: Gurfinkel and Chechik discuss three different kinds of approximations, the most
precise one (called exact approximation) employs four different truth values. The main
difference however lies in the class of programs treated: neither of the two above cited
approaches consider abstractions for parallel programs. Our focus has been on the de-
velopment of a specific spotlight abstraction for parallel programs. Abstraction refine-
ment for spotlight abstractions for the verification of dynamic systems is treated in [24].
Similar to us, counterexamples are inspected as to determine the processes which need
to be moved into the spotlight. The choice between a new process and a new predicate
however has not to be taken as no predicate abstraction is used.

Two-valued abstraction techniques for parallel programs are treated in e.g. [9],
[10,11,6]. The canonical abstractions of [11] also employ a third value ⊥, but do not
make use of this additional information, ⊥ is treated as false. These approaches mainly
tackle parametrized systems, consisting of an unknown number of (almost) identical
components. This is different from our approach since we do not assume identity of
components, however a fixed number. Furthermore, we allow for full CTL model check-
ing while some of the above approaches only treat safety properties.

Finally, our approach is related to other analysis techniques which construct ab-
stractions of different parts of a program with different degrees. Examples for this are
lazy abstractions [25] (predicate abstraction with different number of predicates for dif-
ferent program parts), thread-modular abstractions [22] (employing assume-guarantee
reasoning to show absence of data races in parallel programs, however not allowing for
full CTL model checking) or heterogeneous abstractions [26] (program heap abstracted
in different degrees).

Future work. As future work we intend to experiment further with abstraction refine-
ment techniques. It is possible to find both examples for which the addition of a predi-
cate is to be preferred over the addition of a component and vice versa. Further experi-
mentation would allow us to find heuristics for determining when to prefer which kind
of refinement. A decisive factor for this is also the counterexample generated by the
model checker: some counterexamples hint to an addition of a predicate although this
might necessitate more refinement steps than an addition of a component would yield
(and again vice versa). A heuristic for a targeted search during model checking might
supply us with better counterexamples leading to a smaller number of refinement steps.
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A Proof of Theorem 1

In all definitions, states consisted of a location part and variable/predicate state denoted
as 〈l, s〉. In the following, we will always consider two consecutive states called q =
〈l, s〉 and r = 〈k, t〉, where q is the predecessor of r. Furthermore, these states will occur
in either the abstraction or the concrete program indicated by a subscript.

Lemma 1 establishes the aforementioned completeness relation between abstract
and concrete states with the additional strengthening for fair semantics. Theorem 1 then
follows quite easy.

Lemma 1. Let Prg =
f

i∈I Prgi be a parallel program and BPrg =
f

i∈BI BPrgi a its
spotlight abstraction using predicates P = {p1, . . . , pm}. Furthermore, let KP(Prg) =
(S C ,RC , LC ,FC) be the concrete Kripke structure and KP(BPrg) = (S A,RA, LA,FA) the
abstract one. Let qc ∈ S C and qa ∈ S A be any two states with LA(qa) ≤ LC(qc), then we
have that:

1. For every i ∈ BI \ {⊥} (processes in spotlight):
(a) If ra ∈ S A is any state such that (RA)i(qa, ra) = true, then there is a state

rc ∈ S C such that (RC)i(qc, rc) = true and LA(ra) ≤ LC(rc).
(b) If rc ∈ S C is any state such that (RC)i(qc, rc) , f alse, then there is a state

ra ∈ S A such that (RA)i(qa, ra) , f alse and LA(ra) ≤ LC(rc).

2. For every i ∈ I \ BI (processes not in spotlight):
(a) If ra ∈ S A is any state such that (RA)⊥(qa, ra) = true, then there is a state

rc ∈ S C such that (RC)i(qc, rc) = true and LA(ra) ≤ LC(rc).
(b) if rc ∈ S C is any state such that (RC)i(qc, rc) , f alse, then there is a state

ra ∈ S A such that (RA)⊥(qa, ra) , f alse and LA(ra) ≤ LC(rc).

Proof. 1. Processes in spotlight (i ∈ BI \ {⊥}): The proof goes as follows: In case 1(a),
the transition from qa to ra is caused by a boolean operation bop of the boolean program
part BPrgi. Let op be the corresponding operation in the concrete program Prgi, then
rc is defined as the state resulting from executing op in qc. In case 1(b), the definition of
ra is done in an analogous way. The rest of the proof is the same for cases 1(a) and 1(b):
the fact that qa is compatible to qc, i.e. LA(qa) ≤ LC(qc), and bop approximates op, i.e.
bop � op, gives that op is at least as feasible as bop, i.e. (RA)i(qa, ra) ≤ (RC)i(qc, rc),
and that LA(ra) ≤ LC(rc).

Let qc = 〈lc, sc〉 , qa = 〈la, sa〉 and ra = 〈ka, ta〉 be given as in part 1(a) of the lemma.
The successor state rc = 〈kc, tc〉 will be defined in the following:

Let’s begin with the program counters rc. Note, that the program counters la and
lc of the initial states qa and qc are equal for all processes in spotlight, as they occur
in the labeling functions LA and LC , which are by definition either true or f alse (but
never ⊥) for those program counters and LA(qc) ≤ LC(qc). Furthermore, by definition
of the transition relation RA, the program counters la and ka of the abstract states differ
only in their i-th entries la,i and ka,i. The program counters kc of rc are defined such that
they make the same change, i.e. all program counters except the i-th stay unchanged
(kc, j := lc, j for j , i) and the i-th component jumps to the same location as in the
abstract program (kc,i := ka,i).
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Now, tc, the state of all variables in rc, has to be defined. In the following, we refer
to the boolean operation causing the transition from qa to ra as bop := τA(la, i, ka) =
“assume(pe) : p1 := pe1, . . . , pm := pem” ∈ BOps and the corresponding concrete
operation as op := τC(lc, i, kc) = “assume(e) : v1 := e1, . . . , vn := en” ∈ Ops. We
set every variable in tc as expected after manipulating sc according to op: for any v j ∈

Var(Prg) set tc(v j) := sc(e j). This completes the definition of rc = 〈kc, tc〉.
For case 1(b), ra = 〈ka, ta〉 has to be defined given qa = 〈la, sa〉 , qc = 〈lc, sc〉 and rc =

〈kc, tc〉. This is done analogously to case 1(a) but with changed roles of abstract and con-
crete states. In both cases 1(a) and 1(b), we end up with the same situation:

LA(qa) ≤ LC(qc) holds, the changes of program counters from qa to ra as well as
from qc to rc correspond to a transition in the PCFG (i.e. (la, i, ka) ∈ δA and (lc, i, kc) ∈
δC), the boolean operation bop approximates the corresponding concrete operation op
(i.e. bop � op) and the predicate/variable states ta of ra resp. tc of rc fit the manipula-
tions due to the respective operation

(
i.e. ta(p j) = sa(pe j) for any predicate p j ∈ P and

tc(v j) = sc(e j) for any variable v j ∈ Var(Prg)
)
.

In the following it is shown that (RA)i(qa, ra) ≤ (RC)i(qc, rc) and LA(ra) ≤ LC(rc).
The former implies that if (RA)i(qa, ra) = true, then (RC)i(qc, rc) = true as well as if
(RC)i(qc, rc) , f alse (and thus true, since there are no ⊥-transitions in the concrete
program) then (RA)i(qa, ra) ≤ true and thus , f alse.

As (la, i, ka) ∈ δA and ∀p j : ta(p j) = sa(pe j) as well as (lc, i, kc) ∈ δC and ∀v j :
tc(v j) = sc(e j) hold, the truth values of (RA)i(qa, ra) and (RC)i(qc, rc) are completely de-
termined by sa(pe) resp. sc(e). Furthermore, as qc is more definite than qa (i.e. LA(qa) ≤
LC(qc), the same must hold for the value of the assume condition pe of bop in these
states: sa(pe) ≤ sc(pe). Finally, as bop � op and thus for the corresponding assume
conditions holds pe � e. This implies that in any state the truth value of e is more
definite than that of pe, particularly, sc(pe) ≤ sc(e). All together gives:

(RA)i(qa, ra) = sa(pe) ≤ sc(pe) ≤ sc(e) = (RC)i(qc, rc)

By definition of the labeling function we have that L(p j, ra) = ta(p j) and tc(p j) =
L(p j, rc). Furthermore, as noted above we have that ∀p j : ta(p j) = sa(pe j). As before
LA(qa) ≤ LC(qc) implies that sa(pe j) ≤ sc(pe j). Furthermore, bop � op and thus in bop
each partial expression pe j assigned to predicate p j approximates the weakest precon-
dition of p j with respect to op: i.e. pe j � wpop(p j). Finally the definition of the weakest
precondition and the fact that tc is exactly the state of variables after manipulating sc by
op gives that sc(wpop(p j)) = tc(p j). All together gives for every predicate p j that:

L(p j, ra) = ta(p j) = sa(pe j) ≤ sc(pe j) ≤ sc(wpop(p j)) = tc(p j) = L(p j, rc)

which implies L(ra) ≤ L(rc) and ends this case of the proof.

2. Processes not in spotlight (i ∈ I \ BI): The proof goes as follows: Again the succes-
sor states rc and ra are defined via manipulating qc (resp. qs) with a specific operation
op or bop. But this time, the selection of op and bop differs. In case 2(a) any opera-
tion op may be selected, that is feasible in Prgi. In case 2(b) the single operation of
BPrg⊥ is always the right choice. The rest of the proof then again is the same for both
cases 2(a) and 2(b): the choice of op and the fact that bop is always feasible give that
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(RA)i(qa, ra) = true = (RC)i(qc, rc). Furthermore the fact that qa is compatible to qc, i.e.
LA(qa) ≤ LC(qc), and bop approximates the assignment part of op (but not necessarily
the assume part) gives that LA(ra) ≤ LC(rc).

Let qc = 〈lc, sc〉 , qa = 〈la, sa〉 and ra = 〈ka, ta〉 be given as in part 2(a) of the lemma.
The successor state rc = 〈kc, tc〉 will be defined in the following:

Note, that the transition from qa to ra stems from the only boolean operation of
BPrg⊥ (see Def. 8): bop := “p′1 := ⊥, . . . , p′s := ⊥” where {p′1, . . . , p′s} ⊆ P is the
subset of all predicates depending on variables that might be changed by any process
not in spotlight, i.e. all variables in

⋃
i∈I\BI LVar(Prgi). We use the requirement about no

“dead ends” from Def. 6 which ensures the existence of a feasible operation in BPrgi,
i.e ∃k ∈ Loci with δ(lc,i, k) ∈ δi and sc(e) = true where e is the assume-condition of the
corresponding operation. The program counters kc of rc are then defined as kc,i := k and
kc, j := lc, j for j , i.

Let the above mentioned feasible operation in the concrete program part Prgi be
op := “assume(e) : v1 := e1, . . . , vn := en”. The variable state tc of rc is defined as in
part 1 of the proof: we set every variable in tc as expected after manipulating sc by op:
for any v j ∈ Var(Prg) set tc(v j) := sc(e j).

For case 2(b), ra = 〈ka, ta〉 has to be defined given qa = 〈la, sa〉 , qc = 〈lc, sc〉 and rc =

〈kc, tc〉. The choice of bop is simple, there is only one single operation in BPrg⊥: the
boolean operation bop that has been mentioned above. The only location in BPrg⊥ is
“⊥”, so nothing changes in program locations: we set ka := la. The variable state ta of
ra is defined as before from the original state sa and bop: for any predicate p j ∈ P set
ta(p j) := sa(pe j). In fact this means, setting all predicates p′j to ⊥ that might be changed
by any operation of any process not in spotlight. In both cases 2(a) and 2(b), we end up
with the same situation:

The changes of program counters from qa to ra as well as from qc to rc correspond
to a transition in the PCFG (i.e. (la, i, ka) ∈ δA and (lc, i, kc) ∈ δC), the predicate/variable
states ta of ra resp. tc of rc fit the manipulations due to the respective operation

(
i.e.

ta(p j) = sa(pe j) for any predicate p j ∈ P and tc(v j) = sc(e j) for any variable v j ∈

Var(Prg)
)

and bop and op are feasible (i.e. sa(pe) = true = sc(e)) since bop is always
feasible as it has no assume-condition and op is either feasible by assumption (as in
case 2(b) there is a transition from qc to rc that is due to op) or by choice (as in case
2(a) op is chosen amongst the feasible ones). This gives in both cases 2(a) and 2(b) that
(RA)i(qa, ra) = true = (RC)i(qc, rc).

Furthermore, we have that LA(qa) ≤ LC(qc) and that bop′ ≤ op′, where bop′ and
op′ are the assignment parts of bop and op without assume-condition. In this case
LA(ra) ≤ LC(rc) can be shown as in part 1 of the proof. To see that bop′ ≤ op′, note
that any predicate p j is either set to ⊥ (which clearly approximates any expression and
particularly the weakest precondition wpop(p j) of p j with respect to op) or it is left
unchanged if p j does not depend on any variable that might be changed by any process
not in spotlight (but in that case clearly op leaves p j unchanged too, as it is one of those
processes not in spotlight). ut
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From this lemma we immediately get the following corollary by induction.

Corollary 1. Let KP(Prg), KP(BPrg), qa and qc be as above.

1. For every path πa ∈ Π
f air

qa in KP(BPrg) exists a path πc ∈ Π
f air

qc in KP(Prg) with:

Rk
A(πa) = true ⇒ Rk

C(πc) = true and LA(πa,k) ≤ LC(πc,k)

2. For every path πc ∈ Π
f air

qc in KP(Prg) exists a path πa ∈ Π
f air

qa in KP(BPrg) with:

Rk
C(πc) , f alse ⇒ Rk

A(πa) , f alse and LA(πa,k) ≤ LC(πc,k)

Now the following theorem can be proven, which states that if a property is true/ f alse
in the abstraction, then this also holds in the concrete program. If a property is ⊥ in the
abstraction, then this gives no definite answer in the concrete model since ⊥ ≤ true and
⊥ ≤ f alse.

Theorem 1. Let KP(Prg), KP(BPrg), qa and qc be as above and let ϕ be any CTL-
formula over the predicates in P or program locations. Then the following holds with
respect to (fair) interpretation:

~ϕ�KP(BPrg)(qa) ≤ ~ϕ�KP(Prg)(qc)

Proof. We prove this by showing ~ϕ�KP(BPrg)(qa) = true ⇒ ~ϕ�KP(Prg)(qc) = true and
~ϕ�KP(BPrg)(qa) = f alse⇒ ~ϕ�KP(Prg)(qc) = f alse. The proof goes by induction on the
structure of ϕ. The cases where ϕ is of the form p, ϕ′ ∨ ψ′, ϕ′ ∧ ψ′ or ¬ϕ′ should be
clear. So it suffices to show it for EX, EG and EU.

If ~EXϕ′�KP(BPrg)(qa) = true then exists a path πa ∈ Π
f air

qa in KP(BPrg) such that
R1

A(πa) = true and ~ϕ′�KP(BPrg)(πa,1) = true. Part 1 of Corollary 1 gives us a path
πc ∈ Π

f air
qc in KP(Prg) such that R1

C(πc) = true and LA(πa,1) ≤ LC(πc,1). By induction
we have ~ϕ′�KP(Prg)(πc,1) = true and such ~EXϕ′�KP(Prg)(qc) = true.

If ~EGϕ′�KP(BPrg)(qa) = true then exists a path πa ∈ Π
f air

qa in KP(BPrg) such that
for any k ≥ 0 we have Rk

A(πa) = true and ~ϕ′�KP(BPrg)(πa,k) = true. With the same
arguments as above (Cor. 1 and induction) we find a path πc ∈ Π

f air
qc in KP(Prg) such

that for any k ≥ 0 we have ~EGϕ′�KP(Prg)(qc) = true.
The last case is only slightly more complicated: If ~E[ϕ′Uψ′]�KP(BPrg)(qa) = true

then exist a path πa ∈ Π
f air

qa in KP(BPrg) and a k ≥ 0 such that Rk
A(πa) = true and

~ψ′�KP(BPrg)(πa,k) = true and for any i < k: ~ϕ′�KP(BPrg)(πa,i) = true. As above we find
a path πc ∈ Π

f air
qc in KP(Prg) such that Rk

C(πc) = true and ~ψ′�KP(Prg)(πc,k) = true.
Further since for any i < k with Rk

A(πa) = true follows Ri
A(πa) = true we also get

~ϕ′�KP(Prg)(πc,i) = true. Altogether this gives ~E[ϕ′Uψ′]�KP(Prg)(qc) = true.
Using part 2 of Corollary 1 it can be proven analogously that ~ϕ�KP(Prg)(qc) , f alse

⇒ ~ϕ�KP(BPrg)(qa) , f alse holds. By contraposition this implies that ~ϕ�KP(BPrg)(qa) =
f alse⇒ ~ϕ�KP(Prg)(qc) = f alse. ut
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B PCFG and Kripke Semantics for Abstraction (d) of the CHAIN3

Figures 6 and 7 show the PCFG and the Kripke semantics for the last abstraction step
(d) of the example program CHAIN3, which had been omitted in section 4. The Kripke
structure seems to be quite large for CHAIN3, but note that it does not grow essentially
for any CHAINn with larger n.

Even though there are still ⊥-transitions, we have that ~AF pc1 = END�(s1). This
translates in figure 7 into the question, whether in every (fair) computation one of the
states in the right column is reached. It is easy to see, that any time process 1 makes any
progress, the state goes at least one column to the right. Furthermore, due to the fair-
ness assumption, such progress must happen from time to time. Thus, the right column
eventually is reached, regardless of the still existing ⊥-transitions.

Fig. 6: PCFG for abstraction (d) of the example program CHAIN3.

Fig. 7: Kripke semantics for abstraction (d) of the example program CHAIN3. For better read-
ability each state only shows the program counters (“END” has been abbreviated as “E”) and the
corresponding predicates are given at the bottom of the figure. Furthermore, self-loops originating
from self-loops in the PCFG are omitted (and there are no other self-loops).
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C Improved Support for Semaphores

Many parallel programs use semaphores for synchronization. Figure 8 shows how these
can be modeled using a shared variable v and two commands acquire v and release v.

(a) acquire v (b) release v

Fig. 8: A possible implementation of semaphores. Here, i ∈ I is the index of the locking or
releasing process and v = -1 denotes that the semaphore is not locked by any process.

Unfortunately our abstraction technique does not behave well in this case. One
might think of a situation where many processes share a common semaphore (e.g.
because all use some shared resource A), but for a specific property of interest only
the mutual exclusion between two of those processes is important (e.g. process 1 and
2 additionally use shared resource B and the property of interest is that B is never
used by more than one process). For simplicity consider the property ϕ = AG¬(pc1 =

CS 1 ∧ pc2 = CS 2) and the following program MUTEXn:

sem v = -1;

while (true) { while (true) {
NC1: skip; NCn: skip;
acquire v; . . . acquire v;
CS1: skip; CSn: skip;
release v; release v;

} }

[1] [n]

One might expect that it is sufficient to have process 1 and 2 in spotlight and abstract
away processes 3 to n, but using our abstraction technique it would always be necessary
to have all processes in spotlight. Having fewer processes in spotlight would give ⊥ as
result of the model checker, because there always would be a possible execution path,
where process 1 enters the critical section, then the ⊥-process sets v to ⊥ (i.e. “maybe”
releases v), and finally process 2 enters the critical section, too.

The point of failure is that the ⊥-process sets v to ⊥ while another process in
spotlight holds the semaphore. It is not taken into account that the above semantics
of semaphores prohibit modification of v in that situation. We accordingly adjust how
the ⊥-process deals with semaphores and consequently are able to prove properties like
the above without needing to have all processes in spotlight. Theorem 2 enables us to
transfer model checking results to the concrete programs as long as we adhere to slight
restrictions on the initial states.
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Definition 9 (Semaphore variable). A semaphore variable v takes values in the range
I ∪ {−1} where I is the index set of all processes. The process with index i ∈ I may write
to v only using one of the operations “assume(v = −1): v := i” and “assume(v = i):
v := −1”. Operations with read-only access to v (i.e. where v occurs in an assume-
condition or on the right-hand-side of assignments) may be used arbitrarily.

Definition 10 (Semaphore-Enabled Spotlight Abstraction). A spotlight abstraction
that is semaphore-enabled differs from a standard one (Def. 8) in the following way: for
any semaphore variable v and any i ∈ BI \ {⊥}, the assignments (v = −1) := ⊥ and
(v = i) := ⊥ in BPrg⊥ are replaced by:

(v = −1) := choice( f alse,¬(v = −1)) and (v = i) := (v = i)

If the predicate (v = −1) is true (i.e. the semaphore is not locked) the ⊥-process still
sets it to ⊥, as in a non-abstracted execution it could either be the case that some non-
spotlight process acquires the semaphore (i.e. (v = −1) would become f alse) or that
no process manipulates it (i.e. (v = −1) would remain true). But in the other case, if
(v = −1) is f alse, the ⊥-process leaves it f alse instead of setting it to ⊥. In other
words, if the semaphore is not locked anything may happen, but else in the abstraction
no non-spotlight process will ever release it.

This seems wrong at first sight, as it might have been a non-spotlight that holds the
semaphore and obviously this process eventually might release the semaphore again.
The crucial observation is that anytime a non-spotlight process holds the semaphore in
an execution of the non-abstracted program, in a corresponding execution of the abstrac-
tion the predicate (v = −1) will be ⊥ and not f alse. So, the case where the assignment
(v = −1) := choice( f alse,¬(v = −1)) in the abstraction behaves inconsistent with the
release operation “assume(v = i): v := −1” in the non-abstracted program will never
occur. This is reflected by the bold parts in the following modification of Lemma 1.

Definition 11 (Admissible Combination of Concrete and Abstract States).
Let qc and qa be two states in the Kripke structures of a program and its spotlight ab-
straction. They form an admissible combination if for any semaphore variable v holds:

v ∈ I \ BI holds in qc ⇒ (v = −1) is ⊥ in qa

(Recall that I \ BI are the indices of non-spotlight processes and such v ∈ I \ BI means
that a non-spotlight process holds a semaphore.)

Lemma 2. Let Prg =
f

i∈I Prgi be a parallel program and BPrg =
f

i∈BI BPrgi a its
semaphore-enabled spotlight abstraction using predicates P = {p1, . . . , pm}. Further-
more, let KP(Prg) = (S C ,RC , LC ,FC) be the concrete Kripke structure and KP(BPrg) =
(S A,RA, LA,FA) the abstract one. Let qc ∈ S C and qa ∈ S A be an admissible combina-
tion of states with LA(qa) ≤ LC(qc), then we have that:

1. For every i ∈ BI \ {⊥} (processes in spotlight):
(a) If ra ∈ S A is any state such that (RA)i(qa, ra) = true, then there is a state

rc ∈ S C such that (RC)i(qc, rc) = true and LA(ra) ≤ LC(rc).
(b) If rc ∈ S C is any state such that (RC)i(qc, rc) , f alse, then there is a state

ra ∈ S A such that (RA)i(qa, ra) , f alse and LA(ra) ≤ LC(rc).
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2. For every i ∈ I \ BI (processes not in spotlight):
(a) If ra ∈ S A is any state such that (RA)⊥(qa, ra) = true, then there is a state

rc ∈ S C such that (RC)i(qc, rc) = true and LA(ra) ≤ LC(rc).
(b) if rc ∈ S C is any state such that (RC)i(qc, rc) , f alse, then there is a state

ra ∈ S A such that (RA)⊥(qa, ra) , f alse and LA(ra) ≤ LC(rc).

In any of these four cases ra and rc are an admissible combination.

Proof (sketch). In this sketch we only show that if qa, qc are an admissible combination
of states then ra, rc are, too, as well as LA((v = −1), ra) ≤ LC((v = −1), rc). The rest is
quite similar to Lem. 1.
1. Processes in spotlight (i ∈ BI \ {⊥}): This case is fairly easy, as the original and the
semaphore-enabled definitions of spotlight abstractions do not differ for processes in
spotlight. It only has to be verified that rc, ra are an admissible state combination.

Let op (resp. bop) be the operations causing the transition from qc to rc (resp. qa

to ra) as chosen in the proof of Lem. 1. There are two cases to consider: If op does
not modify a semaphore variable v, then either bop may leave the predicate (v = −1)
unchanged, too, or set it to ⊥, since bop is chosen such that bop � op. As a result, the
state of semaphore variables and related predicates stays either unchanged (and thus the
states trivially remain an admissible combination) or (v = −1) is set to ⊥ in ra, and thus
the consequent of the implication in Def. 11 holds. Second case: if op is an operation
that modifies v, then due to the restrictions for write-access on a semaphore variable
(Def. 9) it may set v only to −1 or its own process index i ∈ BI \ {⊥}, but never to some
index j ∈ I \ BI. Thus, for rc the antecedent in Def. 11 does not hold.
2. Processes not in spotlight (i ∈ I \ BI): This time, it does not suffice to only ver-
ify the admissibility of rc, ra. Additionally, it has to be shown that LA((v = −1), ra) ≤
LC((v = −1), rc). Here, one cannot argue as in Lem. 1 as the assignment (v = −1) :=
choice( f alse,¬(v = −1)) is no boolean abstraction of the acquire and release op-
erations. Instead, this is shown in Tab. 2 by explicitly comparing the possible values of
(v = −1) before and after the transition.
It has to be shown that LA((v = −1), ra) ≤ LC((v = −1), rc). There are three cases
to distinguish: op does not modify any semaphore, op = “assume(v = −1) : v := i”
or op = “assume(v = i) : v := −1”. The second and third columns list all possible
truth values for (v = −1) in the concrete program before and after op. Note, that by
choice of op in Lem. 1 op is feasible, i.e. the assume-condition is true in qc. Therefore,
(v = −1) cannot be f alse in qc if op =“assume(v = −1) : v := i” and cannot be true
if op =“assume(v = i) : v := −1”. The fourth and fifth column list the truth values in
the abstraction before and after the assignment (v = −1) := choice( f alse,¬(v = −1)).
The values in qa are limited by the condition that LA((v = −1), qa) ≤ LC((v = −1), qc).
Because of the assume-condition in the last row v = i ∈ BI \ {⊥} must hold. But then
(v = −1) cannot be f alse in qa due to the admissibility of qc, qa. Comparing the third
and fifth column, one can now easily see that LA((v = −1), ra) ≤ LC((v = −1), rc)
always holds.

It still has to be shown that admissible state combinations remain admissible after
the transition. If op does not modify a semaphore variable v, one can argue as in part
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op
truth value of (v = −1) in state

qc rc qa ra

does not change v
true true

true ⊥

⊥ ⊥

f alse f alse
f alse f alse
⊥ ⊥

“assume(v = −1) : v := i”
true f alse

true ⊥

⊥ ⊥

f alse is impossible in qc

“assume(v = i) : v := −1”
true is impossible in qc

f alse true
f alse is impossible in qa

⊥ ⊥

Table 2: Possible values of (v = −1) in corresponding states of the program and its abstraction.

1 of this proof sketch. On the other hand, if op is one of the operations that modify
semaphores, then, as shown in Tab. 2, (v = −1) will always be ⊥ in ra. As result, the
antecedent in Def. 11 does not hold and the combination ra, rc must be admissible. ut

With help of the above lemma one can prove the following modified corollary and the-
orem as in Sec. A. This means, definite model checking results can be transferred from
the abstraction to the concrete program, as long as the initial states are an admissible
combination.

Corollary 2. Let KP(Prg), KP(BPrg), qa and qc be as above (in particular, let qa and
qc be an admissible combination).

1. For every path πa ∈ Π
f air

qa in KP(BPrg) exists a path πc ∈ Π
f air

qc in KP(Prg) with:

Rk
A(πa) = true ⇒ Rk

C(πc) = true, LA(πa,k) ≤ LC(πc,k)
and the states πa,k and πc,k are an admissible combination

2. For every path πc ∈ Π
f air

qc in KP(Prg) exists a path πa ∈ Π
f air

qa in KP(BPrg) with:

Rk
C(πc) , f alse ⇒ Rk

A(πa) , f alse, LA(πa,k) ≤ LC(πc,k)
and πa,k and πc,k are an admissible combination

Theorem 2. Let KP(Prg), KP(BPrg), qa and qc be as above (in particular, let qa and
qc be an admissible combination) and let ϕ be any CTL-formula over the predicates in
P or program locations. Then the following holds with respect to (fair) interpretation:

~ϕ�KP(BPrg)(qa) ≤ ~ϕ�KP(Prg)(qc)
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