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Abstract—Video streaming is in high demand by mobile users,
as recent studies indicate. But in mobile networks fluctuating
available data rates can degrade video quality and interrupt video
playback. Assuming that we can predict data rates, we developed
an anticipative approach to plan the quality and download time
of the video segments ahead. This anticipatory scheduling avoids
playback interruptions by downloading segments before a data
rate drop occurs, without wasting wireless capacity by excessive
buffering.
We present how this anticipatory scheduling can be implemented and show a testbed implementation as well as simulation
results. The results show that our solution essentially eliminates
playback interruptions without significantly decreasing video
quality.

I.

I NTRODUCTION

Delivering video content over wireless broadband networks
is already popular today and its popularity is expected to grow
heavily in the upcoming years. Existing studies by Cisco [1]
show that mobile data traffic will increase by a factor of 25
from 2011 to 2016 and around two-thirds of this traffic will
be streaming video traffic. The current wireless infrastructure
cannot keep up with this trend by only increasing data rate. It
is essential to coordinate mobile data transmissions in a better
way.
We have developed an approach to combine buffer control
and video quality selection based on anticipation of wireless
data rates. It is based on segmented video streaming like the
HTTP Live Streaming (HLS) protocol [2], but can also be
applied to similar protocols, like MPEG DASH [3], [4].
In HLS a video is not transmitted as a continuous stream, but
it is divided into segments of a certain duration. These segments
are downloaded via HTTP and are then concatenated by the
player application for playback. The time when a segment is
downloaded is usually determined by the player application.
We changed this default behavior to allow the network operator
to precisely define the download time for each segment based
on the anticipated available data rate. We call this a download
schedule.
In this paper we present an overview of our anticipatory
scheduling approach, based on our previous work [5], [6].
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We explain the mechanisms of segmented video streaming
in more detail in Section I-A and elaborate on the anticipation
mechanism in Section I-B. After discussing related approaches
in Section I-C, we introduce different ways to create such
schedules in Section II. After that we briefly present a
testbed implementation in Section III and summarize results in
Section IV.
A. Segmented Video Streaming
As explained before, in HLS the video stream is divided
into segments which are downloaded individually via HTTP.
For example, a video of 120 s total duration and segments of
10 s would be divided into 12 segments. This implies that for
uninterrupted playback, segment i + 1 has to be downloaded
before segment i has been played to its end in the HLS player
application. If a segment is downloaded before it is needed for
playback, it is simply buffered at the HLS player application.
Another feature of HLS is video quality selection: each
segment can be available on the server in different quality levels.
A quality level is determined by the resolution and the encoding
of the video and is identified in HLS with the resulting file size
of the video segment. This definition of quality should not be
confused with visual video quality metrics like PSNR, MOS,
or the pure bit rate of a video codec. The quality selection
is usually also done at the player application based on the
observed data rates. We also integrate this quality selection
into the download schedule.
B. Data Rate Anticipation
In contrast to the usual channel prediction used e.g. in
LTE, we assume anticipation to operate on the order of
seconds, which is three orders of magnitude above typical
channel predictors. At this time scale, error control and resource
allocation already have compensated for and averaged out
fast fading and thus leaving user mobility as the dominating
cause of data rate variation. A recent study [7] on different
prediction mechanisms for different time scales has shown such
anticipation of future available data rates to be feasible with
an acceptable margin of error.
C. Related Work
A similar anticipative approach with the same system model
and a different optimization problem has been proposed by
Sadr et al. [8]. Evensen et al. [9] implement a data rate
prediction service proposed by Riiser et al. [10] to predict the

data rate available to a user on a preselected movement path.
This information is used to compute a buffer filling scheme
for a video stream.
II.

A NTICIPATORY S CHEDULING

In this section we describe existing approaches to compute
a download schedule based on the anticipated data rates. For
all approaches we assume a discrete time model where the
duration of one time slot is equal to the duration of a video
segment. Also the download of a segment cannot be spread
across multiple time slots.
A. Long Anticipation Horizon
For the first set of approaches we assume a long anticipation
horizon, which means the information on anticipated data rates
is at least available for the complete duration of the video.
Thus the download schedule can be computed at once for the
whole duration of the video.
1) MIQCP: The creation of a download schedule can be
modeled as a Mixed Integer Quadratically Constrained Problem
(MIQCP) [6], [5]. The objective function is a combination
of three different objectives: 1) Minimize video interruptions.
2) Maximize video quality. 3) Minimize unnecessary buffering.
This formulation can be used together with different weight
factors to form a lexicographical ordering (e.g in the order
shown before) or it can also be used for a Pareto analysis to
derive a corresponding Pareto set.
2) Fill Algorithm: Because of the complexity of the MIQCP
and the resulting long solving time, we also implemented a
heuristic algorithm called the Fill scheduler [6]. It iterates
over all time slots and checks the available data rate per time
slot, as sketched in Figure 1. As long as there is enough data
rate available, segments are just scheduled in the best possible
quality. If there is a drop in available data rate in one or more
time slots, a backtracking mechanism is initiated to schedule
the download of additional segments in previous time slots at
the expense of video quality.

Algorithm 1 SHORT H ORIZON TS(cc , Cp , s, k)
1: q ← BEST Q UALITY(cc )
2: if q > −1 then
3: L ← 0
4: for all ci ∈ Cp do
5: qi ← BEST Q UALITY(ci )
6: if qi = −1 then
7:
L←L+1
8: end if
9: if (s − k) ≥ L then
10:
SCHEDULE (s, q)
11: else
12:
ql ← BEST Q UALITY M ULTI(cc , L)
13:
for all si ∈ [s, s + L + 1] do
14:
SCHEDULE (si , ql )
15:
end for
16: end if
17: end for
18: end if

can be used. It is invoked once for every time slot and only
computes the download schedule for this time slot.
The algorithm is shown in Algorithm 1. Assuming the data
rate for the current time slot is cc and the predicted data rates for
a number of future time slots are Cp , it calculates the number
of future time slots where no segment can be downloaded at
all and downloads additional segments for these time slots in
the current time slots. To avoid downloading more segments
than necessary the algorithms also has to know the number
of segments downloaded so far s and the number of segments
played so far k.
The algorithm uses a number of helper function which
can be easily implemented and their precise implementation is
omitted in this paper to improve the readability of the algorithm:
• BEST Q UALITY(c)
Returns the best downloadable quality for a segment with
anticipated available data rate c, or −1 if there is not
enough data rate even for the lowest quality
• BEST Q UALITY M ULTI(c, n)
Returns the best possible quality in which n segments can
be downloaded with anticipated available data rate c.
• SCHEDULE(s, q)
Schedule the download of segment s with quality q for
the current time slot.
III.

Figure 1.

Flowchart for Fill Scheduler

B. Short Anticipation Horizon
For scenarios where the anticipation of data rate is available
only for a small number of future time slots, a simpler algorithm

T ESTBED P ROTOTYPE

In order to analyze our algorithms in a real system we
have developed a simple extension [6] to the HLS protocol and
testbed (Figure 3) that allows us to run extensive tests with
real hardware and compare the results of these tests with our
simulations. The testbed uses smartphones with a customized
Android operating system and a modified VLC video player.
The radio access in the testbed is implemented with unmodified
802.11g wireless LAN and four PCs with hostapd as access
points. Because scheduling only happens on the application
layer, changing the wireless MAC is not necessary. A fifth
PC is used as a central control and measurement unit and
as a host for running the anticipatory scheduling algorithms.
All smartphones are connected to this PC via USB and are
controlled with the Android debug bridge (ADB). No video
data is transmitted via USB; it only serves to make experiments
controllable and repeatable by emulating user input to the video
player application.
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Testbed vs. Simulation Results

For the playback interruptions (i.e. segment lateness) in
Figure 2a, MIQCP and Fill avoid any playback interruptions
during the simulation, while QualityFirst and BufferFirst both
incur lateness as the size of the gap between the base stations
increases. Video quality (Figure 2b) is highest for MIQCP,
followed by QualityFirst. Fill uses a lower video quality but
is still better than BufferFirst. This is due to the fact that
Fill reduces segment lateness at the expense of video quality.
Figure 2c shows that both MIQCP and Fill buffer fewer
segments for a small gap but have to buffer more segments
than the greedy schedulers for a larger gap.

Figure 3.

Testbed prototype

IV.

T ESTBED R ESULTS

For the evaluation of our algorithms we use a simple
scenario where 4 base stations are placed in a line with a larger
gap (measured as multiples of the inter-site distance) between
the second and third base station. A detailed description of the
evaluation scenario is available in our previous work [6].
Apart from MIQCP and Fill we also include two greedy
scheduling algorithms (QualityFirst and BufferFirst) that represent the state-of-the-art behavior of a HLS video player. Both
algorithms are also described in our previous work [5], [6]
and try to fill a fixed-size segment buffer with two different
strategies: QualityFirst favours segments in the highest possible
quality over filling the whole buffer, and BufferFirst favours
filling the whole buffer before switching to a higher quality.
Both strategies do not use any anticipative knowledge.
The plots in Figure 2 show a comparison between simulation
results with the testbed scenario and the measurements obtained
from the testbed. The results from the simulation are plotted
with solid lines and the testbed measurements with dashed
lines, both using the same markers to distinguish between the
scheduling algorithms.

Ideally, the simulation results and the testbed measurements
should be identical but there are a number of side effects which
are present in the testbed but not modeled in the simulation.
The simulation uses a discrete time model while time in the
testbed is continuous. The testbed includes a full protocol stack,
so e.g. side effects from TCP congestion control can affect the
testbed.
For the segment lateness (Figure 2a), the measurement
results for the greedy schedulers again show only a small
difference compared to the simulation, but the measurement
results for the MIQCP and the Fill schedulers show a higher
lateness for the testbed. We discovered that this is due to the
adaptive buffering in these two schedulers: being forced to use
a low buffer level makes the video player more susceptible
to the testbed side effects, because segments are downloaded
only immediately before they are needed and a short delay in
the download will immediately cause a playback interruption.
The measurement results for video quality in Figure 2b show
only little differences between the simulation and testbed. This
indicates that our mechanisms for quality selection work well
in both testbed and simulation. The results for buffer usage
(Figure 2c) again show only a small difference between the
simulation and the testbed.
Taking into account the side effects from the testbed
setup, we can sum up that our testbed implementation of
the anticipatory scheduling works as forecasted by simulation
results. This agreement of results between two different and
independent evaluation methods provides considerable evidence

5.0
4.5
4.0
3.5
3.0
2.5
2.0
1.5 0
5
10
15
20
Number of removed base stations

(a) Average Lateness

MIQCP
Figure 4.

(b) Average Quality

Fill

QualityFirst

3.0
2.5
2.0
1.5
1.0
0.5
0.0 0
5
10
15
20
Number of removed base stations
(c) Average Buffering

BufferFirst

Short Horizon

Short Anticipation Horizon Results (Simulation)

to the utility and feasibility of our proposed anticipatory
scheduling scheme.
V.
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S HORT A NTICIPATION H ORIZON R ESULTS

To show how the algorithm with a short anticipation horizon
works compared to the long anticipation horizon algorithms,
where the anticipated data rates for the full scenario are
known at once, the testbed scenario with 4 base stations
is too small. Here we use a scenario with 44 base stations
(also described in more detail in [5], [6]) where up to 22
base stations are randomly removed to create multiple gaps.
The greedy algorithms can buffer up to 3 segments and the
anticipation algorithm for the short horizon algorithm is also
limited to 3 future time slots. With this the short anticipation
horizon algorithm cannot buffer more segments than the greedy
algorithms and has thus no unfair advantage.
The results for this evaluation are shown in Figure 4.
The behavior of the long anticipation horizon approaches is
consistent with the testbed results and is not described further.
In terms of lateness (Figure 4a) the short horizon algorithm
performs better than the greedy algorithms, but is not able to
eliminate playback all interruptions like Fill or the optimal
solution. For the average video quality (Figure 4b) the results
for the short horizon algorithm are similar to the QualityFirst
algorithm. The results are considerably better than Fill, but not
as good as the optimal solution. Fill always aims at eliminating
any lateness at the expense of video quality, while the limited
degrees of freedom for the short horizon algorithm keep the
quality high as long as possible. As shown in the results for
the average buffer level (Figure 4c) the short horizon algorithm
initially buffers less than the greedy algorithms, but more than
Fill and the optimal solution. For a large number of removed
base stations the short horizon algorithm buffers around the
same as the greedy algorithms.
VI.

C ONCLUSION

We have presented an approach to efficiently exploit the
anticipation of future wireless data rates for segmented wireless
video streaming. Our simulation results and testbed measurements consistently show that adapting download schedule and

video quality to the anticipated wireless data rate essentially
eliminates playback interruptions while keeping the video
quality level high.
Our results for the short anticipation horizon algorithm
indicate that even limited anticipative knowledge can be used
to improve segmented wireless video streaming and provides
better performance in both lateness and video quality than
simple greedy algorithms. Furthermore, the performance gap
in comparison to the optimal solution with full (long horizon)
anticipative knowledge warrants further research in the direction
of an adaptive anticipation horizon algorithm.
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