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Abstract—In wireless sensor networks (WSNs) it is often
required to have a common time basis for all sensor nodes. Due to
clock drift it is necessary to re-synchronize the nodes repeatedly
to keep the common time basis. But this re-synchronization can
be power demanding. We present an energy-efficient approach
which can bound the synchronization error to a certain limit.
Either duty-cycled transceivers or wake-up receivers (WURs)
can be used. Using WURs is the more energy-efficient and robust
approach but needs special hardware.

I. I NTRODUCTION
Many applications and protocols in the WSN domain require a common time basis. Amongst others, this time basis
is necessary to enable some Medium Access Control (MAC)
schemes, to determine the occurrence of special events, or to
start measurements at the same time. For instance, structural
health monitoring and flight test installations are expected to
be very beneficial in future aircrafts [1]. Apart from the general
saving of cabling (weight) and installation effort, permanent
monitoring of the structural health of an aircraft with wireless
sensors is one of the premises of maintenance on demand. To
be able to use wireless sensor nodes for such applications, their
power consumption has to be as low as possible. A lifespan
of several years has to be provided without changing their
batteries. Hence, the mandatory clock synchronization of the
sensor nodes has to be done as energy-efficiently as possible.
Various protocols are developed to keep clocks synchronized but they either are too power-demanding or require
a special MAC protocol. We will present a very energyefficient robust synchronization protocol which bounds the
synchronization error to a certain limit and does not need a
special MAC protocol when using wake-up receivers.
The paper is structured as follows: in Section II the basic
principles for synchronizing clocks are presented. In Section III an overview of appropriate synchronization protocols
is given. The energy-efficient clock synchronization protocol
is presented in Section IV which uses either a duty-cycled
transceiver or, even more energy-efficient and robust, is using
wake-up receivers. Section V concludes this paper.
II. S YNCHRONIZATION P RINCIPLES
Typically, a microcontroller and a clock oscillator are used
to generate the local time of a sensor node. The clock oscillator
generates clock pulses which are used to increment a counter
in the microcontroller. This counter value then represents the
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local time t of a sensor node. Hence, the quality of the local
time is strongly dependent on the used clock.
A. Clocks
The characteristics of a clock—the nominal frequency f0 ,
the frequency tolerance in parts per million (ppm), and the
frequency temperature characteristic—determine the behavior
of the local time. The nominal frequency is the frequency at
which a clock oscillator is intended to run. This frequency will
vary in the region of the frequency tolerance due to fabricationinduced imperfections. Additionally, the clock frequency is
temperature-dependent. For instance, a typical 32 kHz tuning
fork crystal oscillator [2] is designed to have a parabolic
frequency-temperature characteristic with a maximum turning
point at 25 ◦ C. At this temperature the crystal has its nominal
frequency; with decreasing as well as with increasing temperature the actual frequency will decrease.
All these variations together determine the instantaneous
frequency fi (t) at which the counter in the microcontroller
will be increased. The local time of Node i can be described
by Ti (t). The derivation of Ti , the clock rate, is a measure for
the rate at which a clock is progressing. If Node i has a perfect
clock (fi (t) = f0 ) following holds: Ti (t) = t + c. Then, the
clock rate Ti0 (t) = 1. Hence, the local time increases as fast
as the real time. In Fig. 1, the local time Ti (t) of two nodes is
depicted: Node 1 with a 10 % slower clock and Node 2 with
a 20 % faster clock. As can be seen, the local time of both
clocks drift apart from the real time. The difference between
the local time to the real time at time t is denoted clock offset
and follows ∆Ti (t) = Ti (t) − t; the clock offset of Node i
relative to Node j follows ∆Ti,j (t) = Ti (t)−Tj (t), with i 6= j.
Accordingly, the difference of clock rates is denoted clock
0
skew and follows ∆Ti,j
(t) = Ti0 (t) − Tj0 (t), with i 6= j. Clock
skew is a measure for how fast the local time of two clocks
will drift apart. For instance, Node 1 in Fig. 1 has a clock skew
of ∆T10 = −0.1 and Node 2 of ∆T20 = 0.2. The relative clock
0
skew between Node 1 and 2 equals ∆T1,2
= −0.3, which
means that the difference of the local times of Node 1 and
2 will increase with 0.3 seconds per second. The resolution
of the local time is quantized. A tick of the counter in the
microcontroller corresponds to a time quantile and will be
increased with each clock pulse. Hence, the clock resolution
equals the clock period f10 .
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Fig. 1. Local times for two nodes; Node 1 with a 10 % slower clock T10 < 1
and Node 2 with a 20 % faster clock T20 > 1 .
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Fig. 2. Periodically synchronized local time with a synchronization period
of δs = 30 s without synchronization errors.

C. Delay Sources
B. Periodic Synchronization
To compensate clock drift and to maintain a common time
basis clocks have to be synchronized. Therefore, each node
has to have an additional time reference Tr (t) to which the
local clocks can be synchronized. There are many possibilities
to acquire a time reference. A GPS receiver [3] can provide a
very precise time reference but is costly and has a high energy
consumption. Another possibility is to exchange information
about the time reference over the wireless channel, which can
be more energy efficient but also more imprecise.
The time reference Tr (t) provides a reference time for
certain points in time tr ; the local time can be aligned to the
real time at time tr : Ti (tr ) ≡ Tr (tr ). Several strategies are
possible to align the local time: adjusting the counter in the
microcontroller to match the real time, adjusting the crystal
frequency to compensate temperature-induced frequency offsets, or aligning the local time “off-line” where the time offset
is stored but not adjusted. For adjusting the crystal frequency
a special type of clock is needed which has a high energy
consumption compared to a simple clock. Hence, this type of
clock often is not applicable for low power devices.
Most often the frequency offset will not be compensated.
Instead, the local time will be adjusted periodically. In between
two synchronization points the local time is allowed to drift
away. The synchronization period δs together with the relative
clock skew determine how great the clock offset can get.
When assuming a constant clock frequency following holds
for the clock offset: max ∆Ti (t) = δs (Ti0 − 1). This can be
seen in Fig. 2 where the local time for one node is shown.
Without synchronization the offset steadily increases with
time, with synchronization the offset increases only until a
new synchronization point is arrived at which it is minimized
again.
The accuracy of the synchronization depends on the accuracy of the reference signal and is bounded by the local clock
resolution. In the following, we only consider time reference
signals obtained by wireless communication.

In order to calculate the offset between two clocks the local
time of both clocks at a certain common point in time has to be
known. One possibility to gain this information is to transmit
an actual clock reading T1 (tr ) from Node 1 to Node 2. Node 2
then has to estimate the delay δtotal between the generation of
the reading in Node 1 and the processing of the clock reading
in Node 2. With this information Node 2 can synchronize its
clock to the clock of Node 1: T2 (tr + δtotal ) ≡ T1 (tr ) + δtotal ,
where T2 (tr + δtotal ) is the time when Node 2 processes the
clock reading of Node 1.
The delay δtotal consists of the sum of several delay sources
with different characteristics: the medium access delay δmac ,
the propagation delay δp , the transmission delay δt , and the
operating system delay δo . In Fig. 3 the composition of delay
δtotal is depicted. The delay δmac is the time it takes Node 1 to
access the wireless medium. Its jitter strongly depends on the
used MAC scheme and on the network load. The delay δp is
the time a radio wave has to travel from Node 1 to Node 2 and
depends on the distance between the nodes. The transmission
delay δt is the time it takes to transmit the whole data packet.
It mainly depends on the length of the packet and on the used
data rate. Lastly, the operating delay δo is the time it takes
the microcontroller in Node 2 to begin processing the data
packet. This time strongly depends on how the microcontroller
is programmed, for instance, if an operating system with task
scheduler is used.
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Fig. 3. Composition of the delay δtotal .

III. C LOCK S YNCHRONIZATION P ROTOCOLS
Several protocols exploit this way of synchronization. In
[4, 5] a thorough overview is given about them. Out of these,
three protocols are explained in more detail.
Network Time Protocol (NTP) is presented in [6], which
is commonly used in the Internet. NTP depends on the
assumption that the delay δtotal is stable for a short period
of time. A two-way message transmission is used to estimate
the delay without further knowledge about the underlying
processes. A node which wants to synchronize itself to a server
transmits a synchronization request to it. The server answers
with its actual clock reading. The node measures the roundtrip time for this message exchange and with the assumption
of a stable delay defines the time half of the round-trip time
after sending the synchronization request as the time when the
server measured its clock reading. To increase the accuracy,
this message exchange is done several times and the trial with
the lowest delay is chosen. A drawback of this protocol is that
several messages have to be exchanged between each node
and the server which will increase the network load and the
energy consumption. Additionally, the medium access delay
can vary extensively, hence, the stability assumption might
not be accurate.
To exclude the uncertainty introduced by the medium access
delay another approach is discussed in [7]. There, ReferenceBroadcast Synchronization (RBS) is presented. RBS exploits
the broadcast nature of the wireless communication channel.
All nodes in the broadcast region are able to receive a wireless
packet at nearly the same time. Hence, they use the arrival
time of a synchronization packet to measure their local clock
readings. Then they exchange their measurements to calculate
the relative clock offset between each pair of nodes. RBS not
only excludes the uncertainty of medium access delay, which
can get very high under high network load, but also enables
post-facto synchronization. With RBS the clock offset between
each pair of nodes is known, therefore, assuming short-term
clock stability the occurrence time of an event can be determined even if the nodes were not already synchronized; the
synchronization can be done shortly after the event occurred.
An approach with less communication effort is presented
in [8]. There, all the nodes can synchronize their clocks to
the arrival time of periodically transmitted synchronization
packets and do not have to exchange their clock readings
between each other. Only one message per synchronization
round is sufficient to keep the nodes synchronized. This is
achieved by not adjusting the local clocks but by keeping a
“virtual” clock, which is not a real clock but rather describes
the transformation of the local time to the server time. A
drawback of this protocol is the high computational effort to
maintain the “virtual” clock. Whenever a time value has to be
used, a new “virtual” clock value has to be computed.
IV. B OUNDED C LOCK O FFSET S YNCHRONIZATION
To maintain a very low power consumption clock synchronization has to be as energy-efficient as possible. In
the following a simple bounded clock offset synchronization

protocol is discussed and evaluated. The requirements for
the protocol are to synchronize any number of nodes within
one communication region—meaning that all nodes are direct
neighbors of the synchronization device—and that the protocol
is as power-efficient as possible.
Two factors determine the energy efficiency of the synchronization approach: the amount of computational effort and the
amount of wireless communication. The three basic concepts
presented in Section III rely on a different number m of
messages for synchronization. In NTP the number of messages
increases proportional (O(n)) with an increasing number n of
nodes. In RBS the number of messages increases with O(n2 )
because each node has to communicate with each other instead
of just with the server. For the concept in [8] the number
of messages does not increase with an increasing number of
nodes (O(1)); only one message has to be broadcast to all
nodes, no exchange between nodes is necessary.
Hence, a concept as in [8] would consume less power
than the other concepts due to less communication. But the
drawback is that it has to be known when the server is
transmitting its synchronization packets. Otherwise, the nodes
would not be able to adapt their transceiver duty cycle to it
and they would be forced to keep their transceivers active all
the time to be able to receive the synchronization packets.
A. Keeping the Clock Offset Bound
Most applications do not need a perfectly synchronized local
clock. It is sufficient to limit the maximum allowed clock offset
to ∆Tlim . This limit is determined by two factors: the maximum synchronization error max and the clock offset between
two synchronization points with worst-case assumptions for
the clock frequency. The maximum allowed clock offset can
be described by: ∆Tlim = max + max ∆T .
A typical 32 kHz clock has a frequency tolerance of about
20 ppm. This value must be increased by 15 ppm assuming a
maximum temperature deviation of 20 ◦ C from its nominal
temperature. Hence, the maximum deviation of f0 will be
around 35 ppm from which follows: max ∆T = δs 3.5−5 .
As outlined in Section II-C several delay sources impact the
synchronization error . The influence of the medium access
delay δmac can be excluded because the time of arrival of
the wireless packet is used as the common time basis for
synchronization instead of the point in time when the medium
access process was started.
The propagation delay δp depends on the distance between
the transmitter and the receiver. If the distance is small the
impact of δp is small as well; a distance of 10 m—a typical
distance for aeronautic applications [1]—introduces a delay of
about 33 ns. In most cases, such a delay is several magnitudes
lower than the clock resolution and, thus, can be neglected.
The mean transmission delay δt depends on the length of
the wireless packet and the used data rate. Typically, both
parameters are known beforehand which means that the mean
transmission delay is known as well. Then, only the jitter of the
transmission delay will have an impact on the synchronization
error. The jitter is mainly induced by the oscillator settling

The operating delay δo is the time it takes the microcontroller to start processing the received synchronization
packet. This delay strongly depends on how the protocol is
implemented. For instance, if a real time operating system
is used and the wireless packet is processed in a task then
the delay is typically in the region of up to 1 ms but not
predictable. To mitigate this effect, the processing of the
synchronization packet has to be decoupled from measuring
its time of arrival. Then, regardless of the actual time when
the processing is done, the time of arrival can be used for
synchronization.
To decouple the timing of these events a timestamp for
the wireless packet has to be created as soon as possible.
Depending on the system two solutions are possible. Firstly,
the timestamp can be created within the interrupt service
routine (ISR) of the microcontroller. In the ISR all interrupts
are processed. This is done outside of the operating system and
therefore the maximum delay until the ISR becomes active is
much shorter. It will become active when the microcontroller
is woken up or an already running ISR event is processed.
Typically, only very short functions are allowed in an ISR
which assures short ISR processing times. Therefore, the time
it takes a microcontroller to wake up has a greater impact than
the ISR processing time. Hence, this wake-up time mostly
determines the delay for an ISR to become active. Secondly,
a hardware timer with capture capability can be used. Such
a hardware timer can run independently from the core of the
microcontroller and can create a timestamp instantaneously
when an interrupt is triggered by the transceiver. Thus, to
create a timestamp the microcontroller does not have to be
woken up and the ISR does not have to become active.
Using a hardware timer is the most accurate solution to create
timestamps but relies on hardware functionality and is not
platform independent.
The Bounded Clock Offset Synchronization is evaluated
for two cases: using a duty-cycled transceiver and using
a wake-up receiver. For all measurements sensor nodes as
depicted in Fig. 4 were used. These nodes are equipped with
an EFM32LG332 [9] microcontroller, an AT86RF212 [10]
transceiver, a wake-up receiver from [11], and a OV-7604-C7
32 kHz clock [2].

B. Clock Synchronization using a duty-cycled Transceiver
The power consumption of a transceiver for receiving is
almost as high as for transmitting. Therefore, it is not feasible
to keep a transceiver listening all the time. It has to be powered
down as long as possible and will be turned on periodically to
listen for the synchronization packet. The necessary ON-time
δon is determined by the wake-up delay, the medium access
delay, the transmission duration, and the maximum clock drift.
The mean power consumption ptrx when duty cycling the
transceiver is described by:
ptrx =

δon pon + (δs − δon )poff
δs

(1)

Where pon is the power consumption of the transceiver in
the receive mode and poff is the power consumption in the
sleep mode. The mean power consumption of a state-of-theart transceiver, for instance the 802.15.4 capable AT86RF212
[10], is around 400 µW when using a synchronization period
of 1 s at a data rate of 20 kb/s. Different data rates result in a
different necessary ON-time and therefore in a different mean
power consumption. This behavior can be seen in Fig. 5 where
the mean power consumption for varying synchronization
periods δs is shown. When using a synchronization period
greater than 100 s all curves approach the same asymptote
at around 2.8 µW because the difference in the varying ONtime is significantly smaller than the much longer OFF-time.
Additionally, the behavior of a theoretical transceiver with
similar power consumption values, settling times, but with a
much higher data rate of 100 Mb/s is depicted. This theoretical
transceiver shows that there is a lower bound for the mean
power consumption.
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Fig. 5. Mean power consumption of an AT86RF212 [10] transceiver for
varying synchronization periods, together with a theoretical transceiver with
very high data rate.

Fig. 4. Airbus Group Innovations wireless sensor node with WUR.

If a hardware timer is used to create timestamps, the jitter
of the delay between starting the transmission and beginning
the reception of the synchronization packet is the dominating
factor of the synchronization error. These points in time are
defined by two interrupts: IRQtx when a microcontroller
signals to a transceiver to start beginning the transmission,
and IRQrx when a transceiver signals to a microcontroller that
it recognizes an incoming wireless packet. Two main factors

influence this jitter. The first factor is the state machine of the
transceiver, which will introduce a varying delay depending
on its actual state, the second factor is the sampling frequency
of the transceiver. The radio wave arrives anywhere between
two sampling points, hence, the delay varies at least with the
sampling period.
Data rates of 20 kb/s, 40 kb/s, and 250 kb/s where
used, which corresponds to sample rates of 300 kchips/s,
600 kchips/s, and 1000 kchips/s, respectively. The histogram
of the jitter is depicted in Fig. 6 for a data rate of 40 kb/s. It
follows roughly a normal distribution. Two times the standard
deviation nearly equals the sample period. Hence, the jitter
introduced by the state machine has a bigger influence than
the jitter due to the sample rate because the maximum variation
of the jitter is more than twice the sample period.

Fig. 6. Histogram of the jitter of the delay between IRQtx and IRQrx using
an AT86RF212 [10] transceiver with a data rate of 40 kb/s.

A similar characteristic for the jitter can be seen for the other
sample rates. Table I shows the characteristics of the jitter
for all three cases. The standard deviation and the maximum
variation decreases proportional to the decrease of the sample
period. Hence, the synchronization error decreases with an
increasing data rate.
TABLE I
C HARACTERISTIC OF THE JITTER WHEN USING A TRANSCEIVER
data rate
20 kb/s
40 kb/s
250 kb/s

sample period
3.33 µs
1.67 µs
1.00 µs

σ
1.48 µs
0.78 µs
0.41 µs

max − min
7.08 µs
3.98 µs
2.08 µs

synchronization was lost due to communication failures; a
solution would be, for example, to turn on the transceiver
all the time until a first synchronization packet was received.
When using a low duty cycle this time can be quite long
which results in a high power consumption. Additionally, it
is necessary to schedule synchronization messages in order to
meet the listening times of duty-cycled transceivers. Hence,
a more complex medium access protocol has to be used, a
simple CSMA protocol does not support guaranteed sending
times. To meet these challenges a wake-up receiver can be
used. A wake-up receiver is a receiver with a very low power
consumption—about 1000 times lower than of a “normal”
transceiver. However, the sensitivity and data rate of a wake-up
receiver is usually lower.
It is feasible to keep a wake-up receiver turned on all the
time. Typically, it is used to wake up a sleeping node to start
communication without the need of duty cycling a transceiver.
Instead of waking up a node for communication, the wake-up
message can be used directly as a synchronization message.
Hence, no accurate duty-cycling timers have to be maintained
and no power-hungry recovery process has to be implemented.
Furthermore, it is possible to send synchronization messages
at any time.
Since wake-up receivers are turned on all the time it is
feasible to send a synchronization packet once a second
without increasing the power consumption. This hardens the
synchronization protocol against communication failures compared to using a transceiver with a low duty cycle, where for
instance only each 100 seconds a synchronization packet is
transmitted.
The drawback is that typically a wake-up receiver has a
lower data rate than a “normal” transceiver which results in a
higher synchronization error. The used wake-up receiver has
a very simple state machine, hence, the sample period is the
dominating factor which determines the characteristic of the
jitter. This can be seen in Fig. 7. The histogram follows a
uniform distribution and has a range as broad as the sample
period; here, 244 µs for a sample rate of 4096 chips/s.
Additionally, the sensitivity of a wake-up receiver is usually
lower as well. For instance, the wake-up receiver design from
[11] has a sensitivity of −80 dBm independent from the
data rate. An AT86RF212 has a sensitivity of −110 dBm at
20 kb/s, −108 dBm at 40 kb/s, and −101 dBm at 250 kb/s.
This increased sensitivity corresponds to a greater communication region, but as shown in [1] for aeronautical usecases a sensitivity of −80 dBm is sufficient to support a
communication region of about 10 m.
D. Comparison

C. Clock Synchronization using a Wake-up Receiver
The effort is significant to implement a synchronized duty
cycle for a transceiver. A node has to maintain an accurate
sleep and wake-up timer for the transceiver, preferably implemented in hardware. Additionally, a recovery process has to
be implemented for synchronizing for the first time or when

The maximum clock offset was investigated for both synchronization strategies; with a varying synchronization period
when using a duty-cycled transceiver and with a constant
period of 1 s when using a wake-up receiver. As can be seen
in Fig. 8, at a data rate of 20 kb/s or 40 kb/s the mean
power consumption of a duty-cycled transceiver is always
higher than using a wake-up receiver. When using a data rate

are still magnitudes higher compared to the consumption of a
wake-up receiver. Additionally, a GPS receiver can rarely be
used indoor, whereas a wake-up receiver system is location
independent.
V. C ONCLUSION

Fig. 7. Histogram of the jitter of the delay between IRQtx and IRQrx using
a wake-up receiver from [11] with a data rate of 1024 b/s.

mean power consumption [µW]

of 250 kb/s the mean power consumption of a duty-cycled
transceiver is only smaller when limiting the clock offset to
< 240 µs which corresponds to a synchronization period of
< 7 s. Additionally, the behavior of a theoretical transceiver
with a data rate of 100 Mb/s was calculated. Even if a lowpower transceiver with such a high data rate would exist, using
a wake-up receiver still consumes less power when allowing
a clock offset of 1 ms or greater.
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