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Background

Many of today’s computing systems [4, 2] parallelize operations
on large datasets on cluster of machines in big data centers.
These data centers realize various classes of data-parallel com-
puting applications; these applications typically have diverse
(communication) requirements. For instance, some applica-
tions are throughput-sensitive (e.g., Map/Reduce [4]); others
applications are latency-sensitive with strict deadlines (e.g.,
news feed in Facebook). Typically, a data center runs many
of these applications in parallel, partially sharing machinges,
partially running on dedicated machines.

Realizing such applications in a data center is challenging:
how to assign the right amount of ressources to which applica-
tion; ressources here typically are computation, storage, and
networking. Networking is particularly challenging, owing to
its distributed nature. One recent approach to ease this chal-
lenge is Software-defined network (SDN), a new architecture
for so-called programmable networks [5]. SDN offers logically
centralized management and control over the network devices
(e.g., switches, routers) in data centers (and beyond). In SDN,
a network controller decides data path and resource assign-
ments for each flow from a central perspective, programming
individual network devices to handle packet flows currently;
the controller manages a consistent view of the network state
(Figure 1). The detailed behavior of an SDN controller can
be customized by means of so-called Net Apps, which real-
ize specific behavior (e.g., load balancing or specific routing
approaches to steer traffic in a particular way).

While SDN provides flexible programming of the network
resources, computing applications usually lack control over the
behavior of data center networks. This is unlike computation
resources (i.e., CPU, memory, and storage) to which applica-
tions have full access via a cluster management system. We
propose an API for the computing applications to directly con-
figure and manage the network resources. The API delegates
partial control from the network administrators to the comput-
ing applications for predictable flow scheduling, routing, and
quality of service (QoS) control in data center networks. The
additional visibility and control of a data center network serves
diverse requirements of the computing applications. Such an
API should make it easier to provide customized support for
applications with different requirements sharing a data center
(e.g., throughput- or latency-sensitive applications).

Goals
The goal of this project group is to develop an API for the
application control of an SDN network controller (e.g., Open-
Daylight [1]). We are specifically interested in offering API for
QoS control of various traffic properties (e.g., throughput and
latency) to the computing applications and improve the perfor-
mance of common traffic patterns like shuffle [3] in data center
networks. The topic is open to your ideas how applications
exercise control of network?

This API should be realized in a prototypical implementa-
tion in an SDN controller framework. Performance gains should
be demonstrated via example applications using typical data
center frameworks like Apache Spark.

What you bring
• Basic knowledge and interest in networking and dis-

tributed systems.
• Optionally, prior experience in programmable networks

or cluster computing systems.
We expect that you have participated in at least one of the

lectures Future Internet, Verteilte Systeme/Distributed Systems
or Rechnernetze/Computer Networks.

What you will gain
• Understanding of hot topics in networking and distributed

systems like software-defined networking, network virtu-
alization, resource management, large-scale data pro-
cessing frameworks like Apache Spark or Flink.

• Hands-on experience in network programming tools
(e.g., mininet, OpenDaylight), and computing systems
(e.g., Spark or Flink).

• Skills to excel in networking companies.
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Figure 1: Aplication-Controlled Networking by means of SDN
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